
1 Notation Table

Notation Definition
Observed Data Random Variables
W Vector of covariates
A Treatment or exposure
Y Outcome
Counterfactual outcomes
Y1 Counterfactual outcome under treatment
Y0 Counterfactual outcome under control
Yd Counterfactual outcome under dynamic treatment rule
Models and distributions
M F Causal model
M Statistical model

PU,X

Probability distribution for full data X (including
counterfactual outcomes) and unobserved
variables U . PU,X ∈ M F .

P0
True probability distribution for observed data O.
P0 ∈ M .

Pn
Empirical probability distribution that places
weight 1

n on each observation

Pn,v
Empirical probability distribution of the validation
sample

Pn,−v
Empirical probability distribution of the training
sample

Causal parameters

Ψ F
d (PU,X) = EPU,X [Yd]

Expected counterfactual outcome (value) had everyone
received a given dynamic treatment rule d

EPU,X [Y1 −Y0|W ] Conditional average treatment effect (CATE)

Ψ F
d∗

0
(PU,X) = EPU,X [Yd∗

0
]

Expected counterfactual outcome (value) had everyone
received the ODTR d∗

0

Ψ F
d∗

n
(PU,X) = EPU,X [Yd∗

n
]

Expected counterfactual outcome (value) had everyone
received the sample-specific estimate of the ODTR d∗

n



Ψ F
d∗

n,v
(PU,X) =

1
V ∑

V
v=1EPU,X [Yd∗

n,v
]

Average of the expected validation set counterfactual
outcomes (values) under the training set-specific
estimates of the ODTR d∗

n,v

Statistical parameters

g0(A|W )
True probability of treatment given covariates
(i.e., treatment mechanism; P0(A|W ))

Q0(A,W )
True conditional mean outcome given treatment
and covariates (i.e., outcome regression; E[Y |A,W ])

d∗
0(W ) True optimal dynamic treatment rule (ODTR)

B0(W ) Blip function (identification result of the CATE)
ψ0,d =Ψd(P0) = E0[Q0(d(W ),W )] True value of a given dynamic treatment rule d
ψ0,d∗

0
=Ψd∗

0
(P0) = E0[Q0(d∗

0(W ),W )] True value of the ODTR

ψ0,d∗
n
≡Ψd∗

n
(P0) = E0[Q0(d∗

n(W ),W )] True value of the sample-specific estimate of the ODTR

ψ0,d∗
n,v

=Ψd∗
n,v
(P0)

= 1
V ∑

V
v=1E0[Q0(d∗

n,v(W ),W )]

Average of the true values of the training set-specific
estimates of the ODTR

Estimates
gn(A|W ) Estimate of the true treatment mechanism
Qn(A,W ) Estimate of the outcome regression

Dn(Qn,gn)(O)
Estimated pseudo-outcome. Regress this on
W to get estimate of blip.

d∗
n(W ) ODTR estimated on the entire sample

d∗
n,v(W ) Training sample-specific estimate of the ODTR

dn, j(W ) Estimate of ODTR under jth candidate algorithm

dn,α(W )
A convex combination of candidate ODTR estimates,
with algorithm-specific weights given by α

d∗
n,B(W ),d∗

n,d
ODTR estimated on the entire sample
using blip and direct estimation approaches, respectively

Bn(W ) Estimate of the blip

Bn, j(W ) Estimate of blip under jth candidate algorithm

Bn,α(W )
A convex combination of candidate blip estimates,
with algorithm-specific weights given by α



ψ̂d = Ψ̂d(Pn)
Estimate of the value of a given dynamic treatment
rule d (estimator is either IPTW, IPTW-DR,
TMLE, or CV-TMLE)

ψ̂d∗
n
= Ψ̂d∗

n
(Pn)

Estimate of the value of sample-specific estimate
of the ODTR (estimator is either IPTW,
IPTW-DR, or TMLE)

ψ̂d∗
n,v

= Ψ̂d∗
n,v
(Pn)

Estimate of the value of training-set specific
estimate of the ODTR (estimator is CV-TMLE)

Risk functions

RMSE
Risk for ODTR SuperLearner targeting the blip
function using mean-squared error

RE[Yd ]
Risk for ODTR SuperLearner targeting the
expected rule-specific outcome

Other

d(W )
A given dynamic treatment rule. A function that takes
as input covariates W (or function of W ) and
outputs a treatment decision.

D Set of all dynamic treatment rules

α = {α1, ...,αJ}
Weight vector for convex combination of
J candidate algorithms

αn

“Best” weighting of the algorithms, i.e., convex
combination α that yields the smallest cross-validated
empirical risk

ÎC(O)
Working influence curve of an estimator, a function
of the observed data O



n Library Metalearner Risk R Avg. Regret Var. Relative to GLM % Match

1,000

Blip only

GLM N/A N/A -0.0765 1.0000 (Var = 0.0001) 56.7

Parametric blip models

Discrete MSE -0.0757 2.2119 56.4
E[Yd] -0.0721 1.8161 58.0

Continuous Blip-based MSE -0.0773 1.7008 56.1
E[Yd] -0.0744 1.6762 57.7

Vote-based E[Yd] -0.0733 1.6635 57.8

ML blip models

Discrete MSE -0.0393 2.4105 72.0
E[Yd] -0.0281 0.7664 76.9

Continuous Blip-based MSE -0.0253 0.5708 77.7
E[Yd] -0.0268 0.6024 77.0

Vote-based E[Yd] -0.0277 0.7006 76.7

Parametric + ML blip models

Discrete MSE -0.0389 2.1327 72.0
E[Yd] -0.0284 0.7781 76.8

Continuous Blip-based MSE -0.0262 0.6493 77.4
E[Yd] -0.0276 0.6351 76.7

Vote-based E[Yd] -0.0299 0.8021 75.7

Full
ML blip models and EYd maximizers Discrete E[Yd] -0.0277 0.7844 76.6

Continuous Vote-based E[Yd] -0.0288 0.7463 76.8

All blip models and EYd maximizers Discrete E[Yd] -0.0281 0.8083 76.4
Continuous Vote-based E[Yd] -0.0290 0.7772 76.4

300

Blip only

GLM N/A N/A -0.0827 1.0000 (Var = 0.0003) 55.0

Parametric blip models

Discrete MSE -0.0849 1.5846 54.0
E[Yd] -0.0815 1.5871 55.4

Continuous Blip-based MSE -0.0850 1.5509 54.1
E[Yd] -0.0824 1.5346 55.4

Vote-based E[Yd] -0.0817 1.6227 55.4

ML blip models

Discrete MSE -0.0665 2.4337 60.9
E[Yd] -0.0545 1.5571 65.0

Continuous Blip-based MSE -0.0546 1.5906 65.3
E[Yd] -0.0522 1.3185 66.1

Vote-based E[Yd] -0.0555 1.3437 64.9

Parametric + ML blip models

Discrete MSE -0.0649 2.4343 61.1
E[Yd] -0.0555 1.6545 64.5

Continuous Blip-based MSE -0.0538 1.6002 65.4
E[Yd] -0.0531 1.3822 65.7

Vote-based E[Yd] -0.0572 1.5197 64.1

Full
ML blip models and EYd maximizers Discrete E[Yd] -0.0571 1.6907 64.4

Continuous Vote-based E[Yd] -0.0548 1.5835 65.3

All blip models and EYd maximizers Discrete E[Yd] -0.0559 1.6624 64.8
Continuous Vote-based E[Yd] -0.0587 1.5285 63.8

Table 2: DGP 1 (“complex blip”) results: Performance metrics (average, relative
variance) of the approximate regret En[Q0(Y |A = d∗

n ,W )]−E0[Yd∗
0
] (the difference

between the average true conditional mean outcome under the estimated ODTR ver-
sus the true ODTR) for the SuperLearners generated by DGP 1. Percent agreement
between the treatment assigned under the true versus estimated ODTR.



n Library Metalearner Risk R Avg. Regret Var. Relative to GLM % Match

1,000

Blip only

GLM N/A N/A -0.0100 1.0000 (Var = 0.0003) 84.5

Parametric blip models

Discrete MSE -0.0041 1.0267 90.7
E[Yd] -0.0046 1.3174 90.2

Continuous Blip-based MSE -0.0059 1.1855 89.0
E[Yd] -0.0086 1.5630 86.0

Vote-based E[Yd] -0.0057 1.3902 89.5

ML blip models

Discrete MSE -0.0138 1.8439 81.9
E[Yd] -0.0119 1.6144 83.8

Continuous Blip-based MSE -0.0107 1.3294 84.2
E[Yd] -0.0100 1.1477 84.9

Vote-based E[Yd] -0.0104 1.1776 84.5

Parametric + ML blip models

Discrete MSE -0.0065 1.1875 88.8
E[Yd] -0.0088 1.4343 86.7

Continuous Blip-based MSE -0.0078 1.2204 86.8
E[Yd] -0.0092 1.3069 85.4

Vote-based E[Yd] -0.0095 1.4221 85.2

Full
ML blip models and EYd maximizers Discrete E[Yd] -0.0116 1.6804 84.1

Continuous Vote-based E[Yd] -0.0109 1.3875 84.4

All blip models and EYd maximizers Discrete E[Yd] -0.0076 1.4027 88.1
Continuous Vote-based E[Yd] -0.0083 1.2160 86.7

300

Blip only

GLM N/A N/A -0.0224 1.0000 (Var = 0.0004) 75.0

Parametric blip models

Discrete MSE -0.0190 1.8019 78.0
E[Yd] -0.0233 2.0950 74.5

Continuous Blip-based MSE -0.0188 1.6102 76.7
E[Yd] -0.0231 1.8938 73.0

Vote-based E[Yd] -0.0216 2.1003 74.6

ML blip models

Discrete MSE -0.0371 1.6533 61.7
E[Yd] -0.0310 1.4898 66.8

Continuous Blip-based MSE -0.0319 1.4242 66.4
E[Yd] -0.0286 1.2123 69.2

Vote-based E[Yd] -0.0291 1.2973 68.7

Parametric + ML blip models

Discrete MSE -0.0207 1.8830 75.5
E[Yd] -0.0253 1.7460 71.7

Continuous Blip-based MSE -0.0235 1.5428 73.4
E[Yd] -0.0258 1.3637 71.5

Vote-based E[Yd] -0.0262 1.4567 71.3

Full
ML blip models and EYd maximizers Discrete E[Yd] -0.0302 1.5305 67.3

Continuous Vote-based E[Yd] -0.0286 1.4512 68.7

All blip models and EYd maximizers Discrete E[Yd] -0.0220 1.7749 74.6
Continuous Vote-based E[Yd] -0.0228 1.5302 73.5

Table 3: DGP 2 (“simple blip”) results: Performance metrics (average, relative
variance) of the approximate regret En[Q0(Y |A = d∗

n ,W )]−E0[Yd∗
0
] (the difference

between the average true conditional mean outcome under the estimated ODTR ver-
sus the true ODTR) for the SuperLearners generated by DGP 2. Percent agreement
between the treatment assigned under the true versus estimated ODTR.



2 Simulation Extension to DGP with Dependent Co-
variates

We include extra simulations illustrating a DGP scenario where covariates are de-
pendent, as follows:

W1 ∼ Normal(µ = 0,σ2 = 1)

W2,W3,W4 ∼ N

µ=

[
0
0

]
,Σ =

1.0 0.3 0.7
0.3 1.0 0.8
0.7 0.8 1.0


A ∼ Bernoulli(p = 0.5)

Y ∼Bernoulli(p = Q0(A,W )),

where Q0(A,W ) =0.5expit(1−W 2
1 +3W2 +5W 2

3 A−4.45A)+
0.5expit(−0.5−W3 +2W1W2 +3|W2|A−1.5A),

then the true blip function is:

B0(W ) =0.5[expit(1−W 2
1 +3W2 +5W 2

3 −4.45)+ expit(−0.5−W3 +2W1W2 +3|W2|−1.5)

− expit(1−W 2
1 +3W2)− expit(−0.5−W3 +2W1W2)].

The true expected outcome under the true ODTR Ψ F
d∗

0
(PU,X) ≈ 0.5595 and the true

optimal proportion treated EPU,X [d
∗
0 ]≈ 54.0%. The mean outcome had everyone and

no one been treated are, respectively, EPU,X [Y1]≈ 0.5152 and EPU,X [Y0]≈ 0.5000.



Figure 1: (Caption on the following page.)



Figure 1: Performance of candidate estimators of the ODTR. Plot shows mean and
2.5th and 97.5th quantiles of the empirical mean of the true expected counterfactual
outcome under the estimated ODTR, i.e., En[Q0(Y |A = d∗

n ,W )], an approximation
of E0[Q0(Y |A = d∗

n(W ),W )], for DGP 1 (top two) and DGP 2 (bottom two). The
horizontal black line depicts EPU,X [Yd∗

0
]; red line depicts EPU,X [Y1]; blue line depicts

EPU,X [Y0] (where sometimes the blue and red lines coincide and thus overlap). We
compare the ODTR SuperLearner to an incorrectly specified GLM (in gray, with
N/A as the metalearner and a diamond with no fill). We also compare (1) having
a SuperLearner library with (a) only algorithms that estimate the blip (i.e., “Blip
only” libraries) that only have parametric algorithms (blue) or only have machine-
learning blip algorithms (red) or both (purple) versus (b) an expanded or “Full”
library with blip function regressions estimated via machine learning only (orange-
yellow) or machine learning and parametric algorithms (green), with methods that
directly estimate the ODTR and static rules, (2) having a metalearner (depicted
on the x-axis) either that chooses one algorithm (i.e., the “discrete” SuperLearner)
or combines blip predictions/treatment predictions (i.e., the “continuous” Super-
Learner), and (3) using the MSE risk function (RMSE as a square) versus the mean
outcome under the candidate rule risk function (RE[Yd ] as a triangle). The percent
match at the top of each plot reports the average across simulation repetitions of the
percent of the sample assigned their true optimal treatment by the estimated rule.


