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Abstract:
The miRBase currently reports more than 25,000 microRNAs in several hundred genomes that belong to more
than 1000 families of homologous sequences. Quantitative investigations of miRNA gene evolution requires
the construction of data sets that are consistent in their coverage and include those genomes that are of interest
in a given study. Given the size and structure of data, this can be achieved only with the help of a fully automatic pipeline that improves the available seed alignments, extends the set of available sequences by homology
search, and reliably identiﬁes true positive homology search results. Here we describe the current progress towards such a system, emphasizing the task of improving and completing the initial seed alignment.
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Introduction

MicroRNAs (miRNAs) are an important class of abundant, endogenous small non-coding RNAs that are
produced by almost all animals and plants as well as many unicellular eukaryotes. They function in posttranscriptional gene silencing making use of the evolutionarily ancient RNA interference pathways, through
which double-stranded RNA can inactivate cognate sequences [1], [2]. The overwhelming majority of miRNAs
is produced from mRNA-like primary precursor transcripts, the pri-miRNAs, through a common processing
pathway. The hairpin-shaped pre-miRNAs are cut from the pri-miRNA in the nucleus. Pre-miRNAs are subject
to stringent structural constraints that are diﬀerent between major clades. The next processing steps diﬀer substantially between animals and plants and lead to miRNA/miRNA* duplex structures [3]. These are separated
to produce mature miRNAs that are then incorporated in the Argonaut complex.
The innovation of miRNA-like endogenous RNAs clearly has occurred multiple times. Despite their functional analogy, there is no evidence for any homology between the plant miRNAs, animal miRNAs, and the
miRNAs reported for several unicellular lineages [4], [5], [6]. Albeit, miRNAs and their hairpin precursors are
most highly conserved genetic elements [7] within the single kingdoms. This makes it possible to accurately pinpoint the evolutionary origin of individual miRNAs [8]. Since miRNAs readily form paralogs by segmental or
chromosomal duplications [9], [10] they often appear as members of families of homologous sequences, which
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form the basis of microRNA nomenclature used by miRBase [11]. The phylogenetic distribution of miRNA families appears to show that entire families are rarely lost. Hence they have been advertised as excellent, nearly
homoplasy-free phylogenetic markers [12], [13], [14], [15], although there are some well described exceptions
to this rule [16].
With the rapid increase of sequencing data covering an even denser distribution of animal taxa there has
also been an increasing interest in quantifying innovation, turn-over, and loss of miRNAs and miRNA families
[8], [15], [17], [18]. Despite best eﬀorts, such quantitative questions are diﬀicult to answer directly from the data
provided e.g. by the miRBase. Recent critical evaluations of the miRBase inventory concluded that less than
a third of the miRBase entries are robustly supported as miRNA genes [19], [20] and indicated that – without
further curation – the database does not provide information that is suﬀiciently consistent for machine learning
applications [21]. The reasons are manifold and, at least in part, a consequence of the non-trivial biology of small
RNA genes. In fact, the term “microRNA” is far from being used in a well-deﬁned and unambiguously manner
in the literature. A broad range of biogenesis pathways for small RNAs have been discovered, reviewed e.g.
in [22], [23]. These overlap with the canonical scheme of miRNA processing to various degrees. For instance,
should mir-451 [24], which is not processed by Dicer, or mirtrons, whose precursor hairpins are produced by
the splicing machinery rather than with the help of Drosha [25], be counted as bona ﬁde microRNAs? This issue
is aggravated by small RNAs produced from structured RNAs such as tRNAs or snoRNAs. Here the consensus
secondary structure often does not match the minimum free energy fold deposited in the database and/or
deviates substantially from the criteria usually expected for a miRNA precursor [26], [27], [28].
Additional issues plague a quantitative evolutionary analysis. First, there is a strong ascertainment bias favoring the miRNAs from heavily researched model organisms (human, mouse, fruit ﬂy, C. elegans). Second,
automatic homology searches are largely restricted to the genomes curated by ensembl. Third, some homologous groups of miRNAs have been assigned to diﬀerent or no miRBase families as a consequence of suﬀicient sequence divergence in the mature sequences (e.g. mir-100 and the “tunicate speciﬁc” mir-1473 [10]). PremiRNAs, furthermore, are annotated with quite diﬀerent lengths within the same family. This concerns both
diﬀerent paralogs from the same family and orthologs from diﬀerent species. An unfortunate consequence of
this inconsistency is that the distinction between orthologous and paralogous sequences is blurred. Families
with uncertain conserved structures tend to result in gap-rich, unreliable alignments. These give rise to poor
covariance models and thus less sensitive homology searches leading eventually to underestimating the family’s phylogenetic distribution. In response to all these diﬀiculties, all large scale studies of miRNA evolution
start with homology-based searches and/or the integration of alternative miRNA annotations, e.g. from MirGeneDB [20], to complete the data set, as well as extensive, usually manual, curation of the data; see e.g. [8],
[29], [30], [31], [32], [18]. This approach, however, has reached its limits with more than a hundred genomes
and thousands of groups of miRNAs.
In this contribution we give a preliminary report on progress towards a completely automated pipeline for
the analysis of microRNA evolution. We focus here on the key step of processing the data from the miRBase
into a consistent collection of miRNA alignments. These in turn are then extended by homology search across a
large set of additional genomes, using the ideas of the initial data cleaning now as ﬁlter criteria for deciding on
the inclusion of initial homology search candidates. Using the current set of metazoan miRNAs as an example
we demonstrate that such an approach is feasible.

2

Methods

A quantitative analysis of miRNA evolution requires data sets that are comparable between miRNA families in
two respects: (i) within each species, all paralogs should be included, and (ii) across species, homologs should be
detected with comparable sensitivity and speciﬁcity to avoid strong correlations of coverage and completeness
of the included sequence data e.g. with the evolutionary age of the miRNA families. The data included in
any repository resource unavoidably is subject to ascertainment biases deriving from the research history of
individual genes and gene families and necessarily lags behind the available genomic data that can be included
in a particular analysis. Therefore, it is indispensable to prepare a consistent data set by means of homology
search. We propose, based on previous experience [8], [18], to break down this task into well-separated steps
that can be automatized independently and then combined to a single work-ﬂow:
• The completion and correction of (seed) alignments requires the identiﬁcation of incomplete and problematic
sequences and their correction. We will focus on this step below.
• The homology search itself is conducted with covariance models using infernal and produced new candidates in all genomes, including those from which the seed alignments are taken. This has the potential to
identify new paralogs that have not yet been included in the data source.
2
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• The decision to include a homology search candidate into the data set is taken according to the same criteria that
are applied to the initial data curation step.
As a consequence, the entire data processing pipeline can be run until no further candidates are detected
and thus a self-consistent data set is obtained. To exploit all the available information, alignments, consensus
structures, and homology searches are conducted at the level of miRNA precursors. The evaluation of the homology search candidates also explicitly uses the mature miRNA products.
Our ﬁrst task is to construct consistent, high quality alignments of each miRBase family. Given a multiple
sequence alignment we compute the average column-wise Shannon entropy
u�

Automatically generated rough PDF by ProofCheck from River Valley Technologies Ltd

𝑆(𝒜) = −

1
∑ (∑ 𝑃 (𝛼; 𝑖) ln 𝑃 (𝛼; 𝑖))
𝑚 u�=1 u�

(1)

as a measure of alignment quality that is independent of the method and scoring system that has been used for
the original construction of . Here, m is the number of alignment columns, P(α;i) is the frequency of the symbol
α (which may also be IUPAC nucleotide code or a gap character ’−’), and n is the number of sequences in the
alignment. A reduction of S() upon modiﬁcation of signiﬁes an improvement of the alignment. At present
we consider only column-wise entropies since these provide a good ﬁrst order approximation to quantifying
sequence conservation and thus also alignment quality. Given that dinucleotide distributions do matter also for
miRNAs [33], one could conceivably extend the quality measure to incorporate mutual information measures
of adjacent and/or paired columns.
The most frequently observed errors within the miRNA alignments are too short or too long sequences, and
sequences that do not ﬁt at all into the alignments. All these issues produce bad (high) entropy values, since
there are more regions containing gaps or unmatched bases, and thus are readily identiﬁed by our pipeline.
Our basic approach to improve the alignment is to correct for these errors. This is reasonable because the ends
of the precursor sequences submitted to miRBase are in almost all cases not determined experimentally but
are based on the individual contributor’s perception of the highly conserved region, the region with conserved
base pairs, or simply the extent of the infernal hit included in an ensembl genome annotation. We therefore
truncate database entries that are too long and complete sequences that are too short by retrieving the ostensibly
missing ﬂanking regions from the genomic DNA sequences. Finally, we remove sequences that are most likely
false positives from a previous homology search step. These cases are recognizable as those that introduce
a lot of heterogeneity into the alignment. This ﬁltering step can lead to the complete removal of short input
sequences that were extended in the previous step.
Upon modiﬁcation of an input alignment by extension, cropping, or outright removal of one or more sequences, the sequences were realigned and the entropy S() was computed for . We tested two re-alignment
strategies: (i) sequence-based clustalw alignments (version 2.0.12) [34] and (ii) structure based mlocarna
alignments [35], which in turn depend on secondary structure predictions using the Vienna RNA package
[36]. Since the sequence-based approach usually resulted in larger entropy reductions in test sample of miRBase families, we opted for clustalw.
To determine plausible 5′ and 3′ ends for a precursor we use the mature miR and miR* sequences as anchors.
The latter are also provided by the Rfam database. To obtain a consistent query set we deﬁne our precursors
to extent 10nt beyond the ends of the mature sequences and prune longer database entries. This step is made
diﬀicult by the fact that for many families mature sequences are annotated in some or all sequences on only
one of the two arms of the precursor hairpin. For each miRNA family, the precursors that have both mature
sequences are pruned to at most 10nt upstream of the start of the 5′ mature sequence and 10nt downstream of
the end of the 3′ mature sequence, respectively.
In some cases precursor sequences in the initial data basis are reverse complements of each other. In a few
well-described cases this is biologically correct. Famously, iab-4 and iab-8 are produced from almost exactly
the same genomic location but opposite DNA strands in arthropods [37], [38], and a similar situation was
reported for mir-3120 and miR-214 [39]. Such cases may also appear as artifacts, however, when a mature miR*
is erroneously identiﬁed with a miR produced from the opposite strand e.g. due to a chemical modiﬁcation such
as adenosine-inosine (A-I) editing [40], [41] in the mature product. To catch such cases we also test whether the
replacement of a sequence with its reverse complement would lead to an improvement in the alignment quality.
At this stage, the improved alignment still contains some entries that are too short. It suﬀices to run cmsearch with the covariance model for the improved alignment against the genome for which only a truncated
precursor was available. The result of this search is then used to replace the original entry.
The sequences belonging to a family are ﬁnally re-aligned with clustalw and their consensus secondary
structure is computed using RNAalifold [36]. The resulting structure-annotated alignment is then converted
to Stockholm format and passed to cmbuild, a component of the infernal suite (release 1.1.1) [42], [43], to
3
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construct revised covariance models. We used cmscan (another component of the infernal suite) to test the
precursors of the same family with only one annotated mature sequence (if available) for membership.
Covariance models are used for homology search in more than 300 animal genomes in an ongoing study. The
candidate sequences are added to query alignments using cmalign and then subjected again to data cleaning
procedure. These steps can be repeated if necessary. The ﬁnal data are converted to a presence/absence table
that, for each species, reports the total number of paralogs of each miRNA family. The ePoPe tool [18] implements a Dollo parsimony approach that determines the most likely point of origin (as the lineage leading up to
the last common ancestor of all observed paralogs) as well as the most parsimonious scenario of duplications
and losses in each family.

3

Application and Results
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We focus here on the data cleaning steps for metazoan microRNAs as an illustrative example. The same pipeline,
however, could just as well be applied to plant miRNA data. Our starting point is miRBase release 21. It comprises 21263 pre-miRNAs in animal species. A total of 14712 of these are assigned to a family and thus, come
in at least two copies in this kingdom. The number of metazoan miRNA families is 1415. MiRNAs may have
one or two annotated mature sequence, Figure 1. We selected the subgroup of miRNA families that have at
least two pre-miRNAs with an annotated 5′ and 3′ mature sequence. These sum up to 367 families only. Albeit,
these families comprise ∼72 % of all metazoan pre-miRNAs. Of these we obtained improved alignments for
359 families. Only in 8 cases, the cleaning procedure did not lead to an improvement.

Figure 1: Distribution of mature microRNA sequence entries for miRBase (v. 21) families. The majority of families reports
a miR and miR* for all (red) or at least some (blue) of the family members. Families in which only a single mature product
is reported for every member are shown in yellow.

Figure 2 compares the entropies S() and S() before and after processing of the alignments. We ﬁnd that the
entropy systematically increases roughly proportional to the per column entropy in the input. Not surprisingly,
noisy, high-entropy alignments are thus improved more than alignments that already show very little variation
4
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upon input. The average improvement is about 33 % and does not vary dramatically with number of sequences
per alignment. This constant rate of improvement suggests that the input alignments with higher entropy not
only contain more diverse sequences but also substantial levels of alignment problems. Only the large alignments (group 4 in Figure 2), which often correspond to well-studied miRNA families, have been improved by
only about 20 % on average. It is likely that this outlier can be explained by a more extensive manual curation
of the corresponding miRBase alignments.

Figure 2: Comparison of S() for original and processed alignments. Each data point represents one miRNA family. Data
are stratiﬁed into six groups of miRBase families depending on the number of members in the initial alignment (1: 2-10
pre-miRNAs, 139 families; 2: 11-20 pre-miRNAs, 92 families; 3: 21-40 pre-miRNAs, 57 families; 4: 41-100 pre-miRNAs, 52
families; 5: 101-200 pre-miRNAs, 15 families; 6: >200 pre-miRNAs, 4 families, indicating that the improvements in alignment quality depends much more strongly on the entropy of the input alignment than on the number of sequences in the
miRNA family.

To demonstrate the value of consistent data for quantitative analyses we select the miRNA family mir-3
(MIPF0000140) from the miRBase database. It comprises at total of 30 entries of the two paralogous groups
traditionally named mir-3 and mir-309. While mir-3 can only be observed in Drosophila species, mir-309 is also
found in Nematocera. A naïve analysis of the miRBase data thus would results in mir-3 being identiﬁed as the
result of a drosophilid-speciﬁc duplication of an ancestral mir-309 gene. Processing the MIPF0000140 alignment
into a revised query eventually results in homologs in most of the 35 sequenced genomes of Hexapoda, 20 of
which were not present in the miRBase. In particular, the pipeline uncovered unambiguous mir-309 homologs
in Apis mellifera and Nasonia vitripennis, pushing the origin of this family back from the Diptera to the stem of
the Endopterygota. In the bees and wasps, however, miRs are observed only on the 3′ side of the hairpin. As
a second example we brieﬂy discuss the mir-723 family, which in miRbase is annotated in the three teleost
species, namely zebraﬁsh, atlantic halibut and atlantic salmon. Homology search with the automatically improved alignment uncovered homologs not only in additional teleosts but also in the gar Lepisosteus oculatus.
This pushed the origin of the miRNA family back to the stem of the Actinopterygii. Furthermore, the 3R genome
duplication, which pre-dates the radiation of the teleosts, is clearly visible in the data, see Figure 3.

5
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Figure 3: Distribution of miRNA homologs of miRNA families mir-3 (left) and mir-723 (right). Numbers at the nodes denote potential observations of the number of paralogs. The black triangle assigns the LCA to the phylogenetic tree. ’3R’
denotes the third round of whole genome duplication events that is assumed to have happened during the evolution of
vertebrates.
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Discussion

The current version 21 of miRBase contains 28,645 entries in 223 species [44]. Nevertheless the data set is far
from providing a complete catalog of miRNAs for any given species. A quantitative analysis of miRNA evolution therefore requires substantial computational eﬀorts to complete the data by homology search. This in turn
requires extensive eﬀorts to curate the miRBase data, facilitate homology search and to make the data comparable between families. In the present report we have focused on the strategies to obtain virtually complete
sets of sequences and plausible alignments for each of the microRNA families. With more than 1000 families, a
number that is rapidly increasing further, it is clear that a fully automatic pipeline is indispensable – and it is indeed under development. In this preliminary report we concentrated on the basic strategy and demonstrated in
a pilot application to animal microRNAs that a fully automatized work-ﬂow is feasible. The detailed evaluation
of several example families showed, furthermore, that the last common ancestor of a miRBase family is frequently older than what would be inferred from the raw miRBase data themselves. A quantitative comparison
will be described elsewhere.
The data cleaning procedure developed so far does not solve all problems and certainly will be subject to
further improvements. Solutions to several issues remain under construction at this point. We therefore advocate to abandon the goal of computationally completing the data base itself. We suspect that discrepancies
between manual and computational curation cannot be entirely avoided. The aim for data consistency in quantitative analyses and the aim of representing the published knowledge hence will remain at odds, at least on
a – as one would hope – small subset of the data. We therefore aim instead at the construction of a pipeline
that can simply be rerun when updates of the miRBase or the relevant sequenced genomes become available.
This also allows us to seek to improve pipeline components gradually that address speciﬁc biases and technical
limitations.
Very small initial seed alignments, and in particular miRNAs that are not incorporated into a miRBase
family, for instance, remain a problem. The reason is that covariance models cannot be trained from a single
sequence or a few very similar sequences, and the prediction of secondary structures is much less reliable from a
single sequence than for an alignment of sequences with moderate mutual diﬀerences. A simple blastn-based
homology search in closely related species, however, usually provides an easy remedy.
There is no guarantee, however, that the results of pre-processing the data by extending small families
retrieves a bona ﬁde miRNA family. In fact miRBase also occasionally includes fragments from misclassiﬁed
ncRNAs other than miRNAs. For instance, mir-1940, which is a fragment of the snoRNA SCARNA4 [44] and a
survey of many more such cases can be found in [27]. Upon identiﬁcation, these erroneous miRBase families are
usually quickly retired [44]. A check for miRNA properties with a tool such as RNAmicro [45] is nevertheless
strongly advised. Such a ﬁlter, on the other hand, will tend to reject also special cases such as mir-451. The
mature mir-451 sequence is not produced from the stems in the canonical way but originates from the loop [24],
6
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hence it is (correctly) rejected by tools that are designed to recognize canonical miRNAs. The “fuzzy” limits of
the notion of microRNAs not only aﬀects machine learning eﬀorts [21] but also has a potential impact for any
quantiﬁcation of microRNA evolution since there is no reason to assume that related classes of small RNAs
should show the same patterns in evolution. Since miRBase will likely continue to hold a diverse collection of
“miRNA-like” genes, we suggest that subclassiﬁcations that e.g. identify mirtrons, semi-mirtrons, etc., will be
required. Whether annotation on the side of the database will provide this information or whether it will also
need to be retrieved and/or computed by post-processing pipelines is still an open question.
We have focused here on properly treating miRNA precursors for which both miR and miR* sequences are
known. In cases where a mature product is reported for only one of the two arms of the precursor, a diﬀerent
strategy is required. The most natural approach is to start from the predicted secondary structure for the precursor, obtained e.g. with RNAalifold. The predicted structure and the known position of the miR implies
the position of the hypothetical miR* by taking into account that processing produces 2nt overhangs. After this
extra processing step the alignment improvement can proceed as outlined in the previous section.
Conceivably, further improvements to the miRNA alignments could be achieved by explicitly using secondary structure information already in the alignment process. The small size of the precursors certainly would
allow the use of one of the many variants of simultaneous alignment of folding algorithms [46]. However, the
very deﬁnition of families as groups of miRNAs that are unambiguous homologs implies a suﬀiciently high
level of sequence similarity to obtain decent sequence-based alignments. In addition, the positioning of the mature miRs yields a powerful anchor for the alignment that is consistent with the structure due the mechanism of
Dicer processing. We suspect, therefore, that there is not much to be gained for the data curation pipeline itself.
The presence of an appropriate consensus secondary structure relative to the positioning of mature products
and the proper matching of patterns of sequence conservation extracted from the sequence conservation with
the consensus structure becomes an important issue for the discrimination of bona ﬁde microRNAs from their
more distant small RNA relatives.
It is important to keep in mind that the exact size of the pre-miRNA stem-loop has not been determined
experimentally for most miRNAs. In the absence of direct information, we have opted for a simple heuristic to
delimit the alignments, giving precedence to consistency. There are some exceptional cases, however, where
the 3′ and 5′ ends of the pre-miRNA are known precisely. This is in particular the case for mirtrons. These are
introns that constitute pre-miRNAs [25], [47]. Our pragmatic “10nt from the miR and miR*” rule will in general
not respect this information. Ideally, the relative entropy criterion should be able to determine the boundaries
of the precursor. This is bound to fail, however, in cases such as mirtrons, where the surrounding coding exons
may exhibit an even larger level of sequence conservation than much of the pre-miRNA sequence. Further
research into the patterns of sequence conservation and turnover around the boundaries of pre-miRNAs will
be required to arrive at improved criteria. The pipeline outline here can, however, be easily adapted to such
a task since it is a trivial matter to retrieve and align the precursor sequence with more extensive ﬂanking
regions. It is not diﬀicult, however, to use pattern-based tools such as MaxEntScan [48] to identify conserved
splice junctions close to the estimated ends of the precursor hairpin.
Albeit a fully automatized pipeline to process miRBase alignments into a complete and consistent set of
miRNA sequences has proved to be feasible, much work still lies ahead. In addition to the incorporation and
improvement of components that address more diﬀicult special cases and exceptions, it also remains a nontrivial task to devise informative benchmarking strategies to test and optimize methods for the quantitative
analysis of microRNA evolution.
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