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Abstract: Including fillers or distractors in psycholinguistic experiments has been standard for decades; yet,
relatively little is known how the design of these items interacts with critical manipulations. In this paper, we
ask about the role that contextual statistical information in filler items plays in determining if and how to
correct a given error, and how grammatical expectations interact with context. We first replicate a speech
restoration experiment conducted by Mack, J. E., C. Clifton, L. Frazier & P. V. Taylor. 2012. (Not) hearing
optional subjects: The effects of pragmatic usage preferences. Journal of Memory and Language 67. 211–223,
measuring usage preferences of null-subject constructions. Then we report two additional experiments in
which we manipulated only the ﬁller items, either having noise appear uniformly at random, or with a
particular bias. Our results (1) demonstrate that listeners are sensitive to statistical patterns in the distribution
of noise within the experiment, and (2) suggest that this paradigm can be used to investigate interaction
between the mechanisms that govern grammatical preferences, and those that govern error correction
processes.
Keywords: error correction; experimental design; expletives; filler structure; psycholinguistics; replication;
subject deletion

1 Introduction
Sentence processing is context-dependent. Speakers constantly adapt to their linguistic environments,
sometimes resulting in different acceptability judgements for the same sentence (e.g., Keller 2000; Sorace
and Keller 2005). Thus, understanding the relationship between the grammar, contextual information, and
processing is crucial for understanding the language processing system as a whole.
The relationship between context and grammar is also methodologically important: many psycholinguistic arguments hinge on the assumption that a sentence is processed in isolation. To lend a basis to this
assumption, filler items are often included in an experiment, to water down any contextual effects that
interfere with the experimental manipulation: being submerged in a sea of random sentences, the critical
manipulation is thought to be less salient, and participants do not adapt to it (Cowart 1997). However, there has
been little systematic research on how ﬁller design inﬂuences processing, although there is evidence that not
enough ﬁllers lead to repetition effects or unnatural comprehension strategies (e.g., Havik et al. 2009). In this
paper, we will attempt to help characterize one particular instance of this kind of relationship: the relationship
between statistical information about the distribution of acoustic noise in the context and error correction
processes.
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1.1 Designing experimental fillers
The design details of linguistic experiments matter. Taking the widespread example of acceptability judgments, a recent paper has found that several task features, from the mode of stimuli presentation, the number
of response options, and the use of response labels, significantly influence the sensitivity of an experimental
paradigm (Marty et al. 2020; also see Schütze 2016). More generally, it has been shown that the number of both
participants and items (Mahowald et al. 2016), and the kind of participants — native speakers versus secondlanguage learners, or linguistics experts versus laypeople — (Dąbrowska 2010; Gross and Culbertson 2011;
Schütze and Sprouse 2014; Wasow and Arnold 2005) will likely make a difference in experimental results.
While there is a dense literature on the design of judgment data, recent methods used by (psycho)linguists
are not limited to probing linguistic intuitions, but include the measurement of reaction times, eyemovements, or brain activity. However, apart from increasingly popular one-shot tasks (e.g. several experiments in Morgan et al. 2020; von der Malsburg et al. 2020), most of these experimental setups have one design
feature in common: the customary inclusion of ﬁllers.
It is all the more surprising, then, that the role of filler items has not been addressed in more detail by the
psycholinguistic literature. Here, we start addressing this issue by manipulating the two design decisions
which usually influence the creation of filler items: the ratio of critical items to ﬁller items, and the structure of
the ﬁller items themselves.
The first question of the correct ratio is most often discussed based on recommendations to include ﬁllers
in order to make critical items less visible across the experiment, by reducing the latters’ density, and, in turn,
reduce the likelihood that participants detect the critical manipulations and consciously adapt their responses
(Cowart 1997; Keller 2000; Schütze and Sprouse 2014). For instance, Marinis and Cunnings (2018: 14), advise a
ratio of “at least 1:1”. However, as Table 1 shows, there is large variation in the critical-to-ﬁller ratio, ranging
from three critical items for every two ﬁllers to four critical items for every twenty-one ﬁllers.
Table : An overview of critical-to-ﬁller ratios in a sample of psycholinguistic papers published in the journal Glossa in .
Experiment
Green et al. , Exp. 
Green et al. , Exp. 
Grant et al. , Exp. 
Grant et al. , Exp. 
Feiman et al. , Exp. 
Feiman et al. , Exp. 
Franck et al. ()
Pañeda et al. ()
Baumann and Schumacher ()

Critical items

Filler items

Ratio





















:
:
:
:
:
:
:
:
:

Some of this variation can be explained by the practice of experimental ‘piggy-backing’: independent
experiments are combined, so critical items in one study serve as the next study’s fillers; this usually results in
higher ratios. Examples of this strategy are Grant et al.’s (2020) Experiment 2, or Pañeda et al. (2020). The
assumption underlying this strategy is that unrelated ﬁllers do not affect a given study’s outcome; by
combining multiple experiments into one, more participants can be run, improving each study’s statistical
power.
However, what makes this strategy potentially problematic is that it has been observed that the ratio of
fillers to critical items affects effect size (Bodner et al. 2006; Green et al. 2020; Harrington Stack et al. 2018), and
indeed, some experiments explicitly manipulate the number of their ﬁllers in order to understand the obtained
effects better. For instance, Green et al. (2020) increased the number of ﬁllers between Exps. 1 and 2 by a factor
of three, and found that their result of interest became weaker.
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The other question of interest is that of the filler items’ structure. In the acceptability and grammaticality
judgment literature, it has been argued that ﬁller design can, for instance, ensure that the full scale of rating
options is used, by including ﬁllers that have certain grammatical or semantic properties (Schütze and Sprouse
2014). Indeed, many experiments are designed with this reasoning in mind, and changing the structure of the
ﬁller items has been shown to alter the effects observed (e.g., Garnham et al. 1992).
The picture that emerges is that filler properties can have important effects on the experimental outcome,
although their purpose in the first place is to ensure that the critical experimental manipulations can unfold
their effect undisturbed by confounds. This presents researchers designing experiments with a problem: how
can they ensure that the ratio and structure of their fillers do not introduce a bias of theoretical relevance?
One approach to understanding filler effects is from the larger perspective of context effects: as a
participant is building up a representation of the experimental situation, statistical information about the
stimuli she encounters plays a major role. One corner of the psycholinguistic literature that has leveraged this
insight particularly well is that of error correction.

1.2 Error correction paradigms and statistical information within an experiment
When there is noise in the signal, whether it be background noise, competing auditory signals, or the product
of speech errors, listeners often effortlessly correct for it (Levy 2008). This process is necessarily controlled
by at least two factors: low-level auditory information, and high-level, top-down expectations derived
from contextual information and grammatical knowledge broadly construed (e.g., Poppels and Levy 2016;
Warren 1970). Prior work has shown that error correction processes are also sensitive to a third factor, longterm statistical information in the signal (Gibson et al. 2013), and that in some cases listeners adapt their
processing strategy based on that information (Schotter et al. 2014). This suggests that the statistical properties
of noise throughout an experiment, including ﬁller items, also contributes to the correction process.
This principle is most straightforwardly examined by considering acoustic noise that prevents a listener
from hearing the speaker’s full production. For example, if a listener hears “Noah and I can’t decide when to
#### the tomatoes,” (with #### representing a segment of the signal where some acoustic noise obscures the
identity of the underlying word), they would need to repair the utterance before it can be properly processed –
that is, infer what was intended to be in place of the noise to form a Gestalt of a sentence. When doing this, the
listener follows top-down expectations: in the utterance above, grammatical expectations would predict that
the noise covers a verb, like “plant” or “eat.” Of course, listeners would also be sensitive to bottom-up
information, like auditory information gleaned from the noise - does the acoustic information under the noise
sound more like /p/ or /i:/?
However, another source of information lies in (subconsciously) taking into account patterns in what we
will refer to as the distribution of the noise. Formally, this refers to the probability that a particular word in the
original, uncorrupted signal, given its context, becomes noisy before being heard by the listener. More
practically, this probability distribution characterizes the listener’s model of the process that generates the
noise, and any biases it might have that would help the listener discern what lies under the noisy segments
they hear.1 In the context of the example above, if most of the noise in a context appears over what is likely to be
a word that begins with a vowel, listeners might be more likely to believe that the noisy segment was meant to
be “eat” rather than “plant.” This project investigates whether and how this third source of information — the
listener’s beliefs about the distribution of the noise in the context — interacts with grammatical expectations
when correcting for noise.
1 Note that what we call the distribution of noise is a special case of what is referred to as the noise model or noise likelihood function
in the noisy-channel framework (Gibson et al. 2013, Ryskin et al. 2018): while a proper noise model speciﬁes the likelihood of a word
being corrupted in a particular manner (i.e., whether it is deleted or exchanged with another word), we assume only one kind of
corruption, the superimposition of acoustic noise over the word, and have the noise distribution refer simply to the probability that
particular kind of corruption is placed over a particular word in its context.
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A similar question has been investigated by Gibson et al. (2013). In their experiments, participants were
asked to read a series of sentences and answer a comprehension question for each. Critical items consisted of
sentences that were semantically implausible (i.e., “The girl was kicked by the ball”) paired with a question
that probed whether the subject accepted the sentence as written (and adopted an implausible reading) or
corrected the sentence to obtain a more plausible reading (i.e., “Did the girl kick something?”). Crucially, the
rate of ungrammatical and implausible sentences in the ﬁller items was manipulated between subjects (none
vs. a 3:8 ungrammatical to grammatical ratio, and a 1:8 vs. a 5:16 implausible to plausible ratio). Gibson et al.
(2013) found both that an increase in syntactic violations in the ﬁllers lowers the rate of literal interpretations of
critical items, and that an increase in semantically implausible sentences increased the rate of literal interpretation. These results were taken to indicate that the distribution of potential noise (in this case, in the form
of syntactic errors and semantically implausible sentences) affects the error correction process.
However, this paradigm has limitations: first, as the authors mention, participants were allowed to read
and re-read each stimulus and corresponding comprehension question as often as desired. Thus, these results
cannot distinguish between automatic correction processes and other, conscious corrections. Second, this
measure is coarse-grained, as the syntactic errors and semantic implausibilities had to be strong enough to
cause listeners to reject the literal reading of a grammatical sentence for a correction to be detected. Finally,
Gibson et al. (2013) manipulate the frequency of implausible and ungrammatical sentences in the ﬁller items,
which may be unnatural enough to draw the conscious attention of participants to the manipulation.
We aim to reduce some of these shortcomings by adopting a different methodology for investigating the
interaction between grammatical knowledge and the distribution of noise in error correction. To do this, we
adapt the Speech Restoration paradigm (Warren 1970) to investigate the interaction between grammatical
knowledge and automatic error correction processes. In this paradigm, participants listen to stimuli with white
noise superimposed over segments of the speech, including one critical region designed such that the addition
of noise causes the identity of the underlying segment to be ambiguous. Participants are then instructed to
repeat exactly what they had heard. Given this instruction, participants will not consciously correct any errors
in the stimuli, and thus any “restoration” of the linguistic material underneath the ambiguous noise in the
critical region can be taken as the result of automatic, unconscious error correction processes.
Thus, in order to study the manner in which grammatical knowledge and statistical information interact in
error correction, we can simply manipulate the distribution of the superimposed noise across filler items, and
measure the resulting effect on error correction rates. This paradigm, and the particular implementation of this
paradigm in Mack et al. (2012), offers several advantages over the method used in Gibson et al. (2013): ﬁrst, the
task does not rely on participants’ rejections of literal readings of stimuli, which should lead to a greater
sensitivity to factors that inﬂuence error correction. In addition, the use of a single-shot auditory stimulus with
an “exact” repetition task minimizes the effect of post-comprehension processes on our measure: if participants
are asked to report exactly what they believe they heard (which ostensibly includes speech errors) the only
repairs from the heard material to the reported material should be those caused by automatic, unconscious
processing, though some conscious reconstruction due to memory limitations will inevitably occur. Finally,
since the design only requires that statistical information (i.e., the distribution of noise) in the ﬁller items
inﬂuences the interpretation of the ambiguous noise, the paradigm can be extended to domains in which the
literal syntax versus plausible semantics choice provided to participants in Gibson et al. (2013) cannot be used.
We demonstrate the effectiveness of this paradigm by testing a hypothesis about the interaction of the
effect of grammatical preference and that of the distribution of noise. Specifically, we suggest that in situations
where noise is distributed uniformly at random (hereafter the random noise condition), listeners correct noise
based on top-down expectations like grammaticality, since a listener can discover no informative pattern in the
noise distribution through which they can recover the segment underneath the noise and thus their best
remaining option is to correct the segment using their prior linguistic knowledge. In situations where there is
highly systematic distribution of noise (in the above example, a high likelihood that the noise always covers a
vowel), a listener relies less on factors like grammaticality, since they now have more direct information about
the uncorrupted signal: while our grammatical knowledge can help us determine what we are likely to hear in
general, knowledge about the current conversation can more directly inform us as to what a particular speaker
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was likely to have said in this context. We additionally predict that different grammatical expectations vary in
their robustness to this manipulation: stronger constraints will withstand the pressure to rely on distributional
information more than weaker rules.
This hypothesis is motivated by the observation that, while Bayesian integration of both factors would be the
ideal mechanism to integrate multiple signals into the decision making process (see the Noisy Channel Model
(Gibson et al. 2013; Levy 2008; Ryskin et al. 2018)), this neglects the costs associated with tracking and manipulating all available information (Wittenberg and Jackendoff 2018: among many others). An alternative strategy
might therefore be to adjust the weight of top-down and bottom-up information based on statistical patterns in
the materials (for a similar question, see Schotter et al. 2014). Thus, the listener would rely heavily on top-down,
grammatical information more when the inferred noise distribution is uninformative, but would prioritize using
the more contextually relevant information from the inferred noise distribution when it is informative.

1.3 Current studies
In three experiments, we test the influence of different distributions of noise in the filler structure on the
restoration of a noise covered function word: optional, sentence-initial “it” (Yoon 2001). We gradually increase
the ratio of systematically distributed noise to random noise between experiments (see Figure 1) by including
both ﬁllers with random and systematic noise (Exp. 1, grey box in Figure 1), and then selectively only ﬁllers
with random (Exp. 2, red box in Figure 1) and systematic noise (Exp. 3, green box in Figure 1), while keeping the
critical items constant across experiments.

Figure 1: A diagram of the materials used in each of our experiments. Each dot represents an item used in Experiment 2 of Mack
et al. (2012), with yellow dots representing the critical items, dark green dots representing ﬁllers with an optional, sentence initial
“that,” and other colored dots representing ﬁllers with a different structure. Exp. 1 (grey box) replicated Mack et al. (2012) and
used all of the items. Exps. 2 and 3 used only a subset of the ﬁllers, with Exp. 2 using only the 24 “that”–ﬁllers and Exp. 3 using 24
of the other ﬁllers. Crucially, noise was systematically placed over the sentence-initial “that” in “that”–ﬁllers, while each noise
segment was distributed uniformly at random throughout the other ﬁller items.

2 Experiment 1: replication
Given that we will be working with a new population, both in space (speakers in Southern California vs.
Massachusetts) and time, we will first attempt to replicate Mack et al. (2012).
English usually requires an explicit grammatical subject. Mack et al. (2012) tested whether ungrammaticality due to the elision of subjects is ameliorated in utterances that express “immediate” judgments —
judgements that are made immediately before a corresponding utterance is produces (for example, “∅ seems
to me like it’s raining”). They manipulated two factors of immediacy: temporal immediacy, and personal
immediacy, capturing the intuition that immediate judgments are likely to be about events that happened

6

Arehalli and Wittenberg

recently, and that are likely to express the speaker’s opinion rather than those of others. Since tense (past vs.
present) and person (ﬁrst vs. third person) are the grammatical realization of these factors, they predicted (and
subsequently found) that in a speech restoration paradigm, participants would produce more null subject
constructions in ﬁrst person, present tense sentences (“… seems to me …”) as opposed to third person, past
tense sentences (“… seemed to her …”; see Figure 2 for sample sentences).

Figure 2: (1) An example critical
stimulus, (2) An example filler
stimulus with sentence-initial
“that”; (3) A filler stimulus with
random noise. ### denotes
noise.

While the original study used this paradigm to measure the strength of grammatical preferences, we view
this methodology as a tool to measure listeners’ error correction processes: since participants hear sentences
with noise in place of the subject and then are asked to repeat what they heard, they are, in effect, producing
what segment they believe was masked by auditory noise. English grammar constrains the possibilities for
what lies underneath the noise to either an “it” or nothing, providing us with a simple binary measure of the
result of the participant’s error correction process based on participants’ top-down expectations.

2.1 Methods
2.1.1 Participants
We recruited 48 self-identified English native speakers from the subject pool of the University of California, San
Diego (37 female; mean age: 21.2; age range: 18–35) for course credit.
2.1.2 Stimuli and design
Mack et al. (2012) generously provided their original stimuli (as shown in Figure 3), all of which were used
without modiﬁcation in our replication. The 24 critical stimuli (Figure 2) were three-utterance dialogues ending
in a potential null-subject construction with the subject position masked by noise. Each critical stimulus also
contained a randomly placed additional segment of noise. Each item was manipulated across two factors: TENSE
(past or present) and PERSON (ﬁrst or third).
The 60 fillers were either two- or three-utterance dialogues. These stimuli each contained two or three
segments of noise distributed throughout the dialogue (see Figure 2).
2.1.3 Procedure and analysis
After each trial, participants were recorded repeating the final sentence of the dialogue using a simple user
interface.2 They were then asked to type their response into a text box before moving on to the next trial. Before
the experiment began, participants were instructed to repeat exactly what they had heard, in an effort to ensure
2 The experiment’s code, along with our data and analysis code, can be accessed at https://osf.io/jcu75/.
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Figure 3: Each dot represents an item used in (Mack et al. 2012)’s Experiment 2, with yellow dots representing the critical items,
dark green dots representing ﬁllers with noise over an optional, sentence initial “that,” and other colored dots representing ﬁllers
with a different structure and all noise distributed randomly. Exp. 1, like (Mack et al. 2012), used all of the items.

that participants did not consciously correct errors in the stimuli. Six practice trials, including informal and
nonstandard language, preceded the 84 ﬁller and critical trials. Participants saw six trials in each condition
(manipulations of TENSE and PERSON in a Latin square design). Trials were presented in random order. This
design, including the instructions and the typed component of the response, was chosen in order to match the
design of Mack et al. (2012) as closely as possible.
Participants’ spoken responses were transcribed by research assistants blind to the purpose of the study.
The transcriptions were then automatically coded for the presence of a sentence-initial “it” and fit with a
logistic mixed effects model using R and the lme4 library (Bates et al. 2015). Models were selected by ﬁrst ﬁtting
to the model predicting the “it” restoration rate from predictors TENSE and PERSON with maximal random effects
structure, and removing interactions between random effects until the model converged.3

2.2 Results and discussion
The mean restoration rate (% of expletive subjects produced) was 55.2%, lower than in the original experiment
(67%). We replicated the effects of immediacy: participants were more likely to produce “it” in past tense than
in present tense sentences, and in third person more than first person sentences (see Figure 4). Just as in Mack
et al. (2012), TENSE was signiﬁcant (β = −0.73, p < 0.01, χ2(1) = 11.29), and PERSON was marginally signiﬁcant
(β = −0.44, p = 0.051, χ2(1) = 3.780) with no signiﬁcant interaction (β = 0.11, p > 0.80, χ2(1) = 0.062).
We found a lower “it”- restoration rate than the original experiment, and consider this an interesting likely
effect of language change, where our participants found null subject constructions more acceptable.
Crucially for our purposes, Exp. 1 successfully replicated the results found in Mack et al. (2012), showing
that manipulating tense and person does affect the rate at which listeners restore the “it” at the beginning of
critical items in the predicted direction: ﬁrst person sentences are restored less than third person sentences,
and that present tense sentences are restored less than past tense sentences.
This allows us to use this methodology to investigate how grammatical preferences interact with other
influences on the correction process in Exps. 2 and 3. We manipulate the level of systematicity in the distribution of the noise in the filler items to test whether softer grammatical violations will cease to be detected with
a reduced filler ratio (Exp. 1 vs. Exps. 2 and 3): based on both Mack et al. (2012) and our results, while the effect
of TENSE may weaken slightly, the marginal effect of PERSON should weaken or disappear with a reduced ﬁller-tocritical-item ratio, since, under prediction (2), weaker grammatical effects (like that of PERSON) are liable to
3 We chose an approach different from the forward-selection process used in Mack et al. (2012), in which models were made
incrementally larger until the model ﬁt did not improve beyond a threshold, due to concerns about the conservativity of such
methods (Flom and Cassell 2007).
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Figure 4: Results from Exp 1. Participants were more
likely to produce expletive subjects in place of noise in
past-tense, third person sentences than in presenttense, first person sentences. Error bars are 95% CIs.

weaken or disappear entirely in environments with stronger cues from the distribution of noise. Crucially,
reducing the ﬁller ratio necessarily increases the strength of cues from the distribution of noise, since all of the
critical items have noise systematically placed over the segment containing the expletive subject
We now test whether this ratio alone, or also the distribution within filler items, influences error correction
behavior. In order to do this, we selectively changed the number and structure of fillers in the experiment.

3 Experiment 2
In Exp. 2, we selected 24 filler items with randomly distributed noise, while using the same critical items as in Exp.
1, resulting in a 1:1 ratio of fillers to critical items. This allowed us to understand whether and how changing the
ratio of critical items to fillers affects the rate of restoration, as well as the effects we observed in Exp. 1.

3.1 Methods
3.1.1 Participants
A power analysis using simr (Green and MacLeod 2016) determined that 77 subjects would be required
to obtain 80% power to identify a main effect of noise structure between Exps. 2 and 3. We recruited these 77
self-identiﬁed English native speakers from the subject pool of the University of California, San Diego (52 female; mean age: 20.49; age range: 18–33) for course credit.
3.1.2 Stimuli and design
The stimuli and design were identical to that of (Mack et al. 2012) and Exp. 1, except that we only used a 24-item
subset of the ﬁllers in which the noise was distributed randomly (see Figures 2 and 5). Thus, the ratio of
structured noise (critical items) to random noise (ﬁllers) was increased to 1:1.
3.1.3 Procedure and analysis
The procedure and analysis were identical to those of Exp. 1.
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Figure 5: Each dot represents an
item used in Exp. 2, with yellow
dots representing the critical
items, dark green dots
representing fillers with noise
over an optional, sentence
initial “that,” and other
colored dots representing
fillers with a different structure
and all noise distributed
randomly. Exp. 2 used the 24
critical items and 24 fillers with
randomly distributed noise.

3.2 Results and discussion
The mean “it” restoration rate was 20.95%. The effect of TENSE was signiﬁcant (β = −0.64, p < 0.05, χ2(1) = 6.21). In
contrast to Exp. 1, the effect of PERSON was not signiﬁcant (β = −0.23, p = 0.30, χ2 = 1.07), and neither was the
interaction of TENSE and PERSON (β = 0.74, p = 0.15, χ2 = 2.06). That is, participants were again more likely to
produce expletive subject constructions in past-tense sentences than in present tense sentences, but the
marginal effect of person disappeared. As in Exp. 1, the interaction was not signiﬁcant (Figure 6). Thus, TENSE
seems to be a stronger grammatical preference than PERSON, whose effect was only marginal in Exp. 1, and is not
signiﬁcant with a higher proportion of structured noise in the materials (Exp. 2).

Figure 6: Results from Exp. 2. Participants were more
likely to produce expletive subjects in place of white
noise in past-tense, third person sentences than in
present-tense, first person sentences.

4 Experiment 3
Exp. 3 used only fillers containing noise overlaid on the sentence-initial function word “that,” which was
always optional in the contexts used (see Figures 2 and 7; e.g. Ferreira 1997). Thus, participants were only
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exposed to items with systematically distributed noise: in the critical items, with noise laid over “it”, and in the
ﬁllers, with noise laid over “that.”

Figure 7: Each dot represents an item used in Exp. 3, with yellow dots representing the critical items, dark green dots
representing fillers with noise over an optional, sentence initial “that,” and other colored dots representing fillers with a different
structure and all noise distributed randomly. Exp. 3 used only the 24 critical items and the 24 “that”–fillers.

4.1 Methods
4.1.1 Participants
A different set of 78 native speakers from the from the subject pool of the University of California, San Diego
participated (56 female; mean age: 20.36; age range: 18–33) for course credit.
4.1.2 Stimuli and design
The stimuli and design were identical to the previous studies, except that the 24 fillers used were all twoutterance dialogues ending in sentence fragments beginning in “that” (see Figures 2 and 7). Each of these
sentence-initial “that”s were masked in noise, with an additional segment of noise overlaid elsewhere in the
dialogue at random.
4.1.3 Procedure and analysis
The procedure and analysis were identical to those of Exps. 1 and 2.

4.2 Results and discussion
The overall restoration rate was 31.3%. As in Exps. 1 and 2, the effect of TENSE was signiﬁcant (β = −0.53, p < 0.05,
χ2(1) = 6.06): That is, participants were again more likely to produce expletive subject constructions in pasttense sentences than in present tense sentences. In contrast, the effect of PERSON was not signiﬁcant (β = −0.13,
p = 0.50, χ2(1) = 0.45), and neither was the interaction of TENSE and PERSON (β = 0.30, p = 0.41, χ2(1) = 0.67). After
the marginal PERSON effect of Exp. 1, and the non-signiﬁcant effect in Exp. 2, we take this as supporting evidence
that TENSE generates more robust grammatical top-down expectations (Figure 8).
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Figure 8: Results from Exp. 3. Participants were
significantly more likely to produce expletive subject
constructions in past tense sentences than in present
tense sentences, but we found no significant effect of
person. In addition, restoration rates were significantly
higher than in Exp. 2

5 Comparison between experiments
The three experiments individually establish that listeners use top-down, grammatical expectations to inform
the noise correction process. On the other hand, comparisons between experiments can reveal to what extent
filler design modulates behavior, as the experiments vary in both the number of fillers (60 in Exp. 1 vs. 24 in
Exps. 2 and 3) and in the structure of fillers (a highly informative noise distribution in Exp. 3 vs. a relatively
uniform noise distribution in Exp. 2). Note that if participants’ error correction processes are sensitive to the
noise distribution throughout the experiment, then both of these factors should affect restoration rates, either
by simply increasing the ratio of critical items with noise over a potential expletive subject to fillers, or by using
only filler items that contain noise distributions similar to that of the critical items (as we do with that-fillers).
Thus, if we assume such a sensitivity, we would expect significant differences in restoration rates between
Exps. 1–3. In addition, given our hypothesis that the presence of a highly informative noise distribution would
reduce our reliance on top-down grammatical influences on correction, we predict an interaction between
grammatical factors (here, TENSE) and our ﬁller structure manipulation (Exps. 2 vs. 3), where the effect of
grammatical factors is smaller when the noise distribution is more informative (as in Exp. 3).
This analysis was conducted using a logistic mixed effects model predicting the restoration rate with
EXPERIMENT NUMBER, TENSE and PERSON as ﬁxed effects, and with item as a random effect with maximal random
effects structure (random slope and intercept).
Between Exp. 1 and Exps. 2 and 3, the overall correction rates dropped significantly (Exps. 1 vs. 2: β = −1.57,
p < 2e−16, χ2(1) = 178.83; Exps. 1 vs. 3: β = −1.25, p < 2e−16, χ2(1) = 122.58). Since the primary difference between
Exps. 2 and 1 was the ratio of ﬁller to critical items, this suggests that the number of ﬁllers, and thus the ratio
between stimuli with systematically distributed noise (in Exp. 2, only the critical items) and those with no such
systematicity (the ﬁllers), has a strong inﬂuence on the error correction process. This is mirrored in Exps. 1 and
3, where in Exp. 3 all experimental items share relevant statistical properties (noise over optional, sentence
initial words).
As shown in Figure 9, we also found a signiﬁcant main effect of ﬁller structure, comparing Exps. 2 and 3
(β = 0.33, p < 104, χ2(1) = 16.55). Contrary to our predictions, we did not ﬁnd an interaction with TENSE (β = 0.072,
p = 0.68, χ2(1) = 0.17) or PERSON (β = 0.015, p = 0.90, χ2(1) = 0.02).
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Figure 9: The effect of the TENSE manipulation across Exps.
2 and 3. Though we ﬁnd a signiﬁcantly higher rate of
restoration in Exp. 3 than in Exp. 2, we did not ﬁnd our
predicted interaction between the experiment and TENSE.

6 Discussion
In this paper, we asked how contextual information can influence error correction, and how grammatical
expectations interact with experimental context. Specifically, we asked how listeners arrive at the Gestalt of a
sentence when they correct a noisy auditory signal, and whether different grammatical preferences are more
robust to filler ratio and structure.
First, we successfully replicated Mack et al.’s (2012) results, demonstrating again that listeners restore a
missing subject based on grammatical constraints: the ungrammaticality of subject elision is ameliorated in
present tense, and less so, with ﬁrst person. While we found a lower overall restoration rate than Mack et al.
(2012), both the direction and pattern of results replicated those of the original study. One possible explanation
of the difference in the overall restoration rate could be recent language change: given the notable time
difference between our data collection and that of Mack et al. (2012), as well as the geographical differences in
the collection sites, the population we sampled may have had a grammar that found null subject constructions
more acceptable across the board. While investigating this potential change is interesting, it is outside of this
paper’s purview.
In Exps. 2 and 3, we chose subsets of the filler items from Exp. 1 to increase the ratio of systematically
distributed noise to random noise in a step-wise fashion. This allowed us to investigate the role of filler
structure and ratio in an experimental setting. We found a substantial effect of this between-experiment
manipulation, conﬁrming that listeners adapt to the distributional patterns of noise: fewer ﬁllers (Exp. 1 vs.
Exps. 2 and 3) led to a drop in restoration rates, and a higher rate of ﬁllers with noise distributions similar to
critical items (Exps. 2 vs. 3) resulted in higher restoration rates.
This suggests independent, competing contributions of filler ratio (where a larger ﬁller to critical ratio
leads to lower restoration rates) and ﬁller structure, here operationalized as noise distribution within those
ﬁllers (where an informative distribution of noise leads to higher restoration rates).
However, we failed to find the predicted interaction between noise distribution and the grammaticality
manipulations. While it is possible that such an interaction simply does not exist, we suspect that its absence
may be due to a floor effect: While tense and person factor into grammaticality preferences differently (as in
Exp. 1), the marginal effect of person disappears when the ratio of filler to critical items is reduced, while the
overall restoration rates dropped significantly (from Exp. 1 to Exps. 2 and 3).
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This would indicate that participants unconsciously reacted to the critical manipulation based on the ratio
between critical and ﬁller items, but the structure of noise within the ﬁller items at the same ratio did not
selectively affect subtle differences in strength between grammatical constraints: we may be observing low
ﬁller-to-critical item ratios in Exps. 2 and 3 driving down restoration rates (and as a consequence also the size of
the main effects of tense and person), resulting in the lack of an interaction effect. Further experiments with
higher ﬁller-to-critical ratios are necessary to determine whether this is the case.
In general, we see these results as a validation of the use of a Speech Restoration paradigm to probe the
context dependence of speaker’s error correction processes. Just as in Gibson et al. (2013), we found that
listeners are sensitive to statistical patterns in the linguistic context of an utterance when choosing whether,
and how to, correct. In addition, the Speech Restoration paradigm has several strengths relative to the
methodology of Gibson et al. (2013): ﬁrst, the use of ambiguous noise segments allows for sensitivity to small
inﬂuences on error correction, while the experiments in Gibson et al. (2013) require that such an inﬂuence was
large enough to bias the participant away from a faithful reading of a grammatical (but implausible) sentence.
Second, the one-shot auditory presentation makes post-comprehension conscious correction less likely,
as, unlike in the Gibson et al. (2013) paradigm, participants have only temporary access to the true stimulus.
Because of this, any post-comprehension process must work solely with the output of automatic error
correction processes, with no opportunity to verify whether that representation is consistent with the recording
that was presented. Of course, participants still could have applied conscious corrections to this automatically
corrected representation, but we think this is relatively unlikely: ﬁrst because this representation would have
already been corrected once, and second, because participants were explicitly instructed to repeat the stimuli
exactly as they heard them. We take the fact that we found a lower overall restoration rate than Mack et al.
(2012) as additional indication that our participants were unlikely to overcorrect.
Regarding the difference between automatic and conscious corrections, the speech restoration paradigm
we used is also distinct from the approach used by Ryskin et al. (2018) in their conceptual replication of Gibson
et al. (2013). As in our work here, Ryskin et al. (2018) like our work, directly measure the rate at which
participants correct noise in stimuli in an effort to obtain more ﬁne-grained information about the sensitivity of
the error correction process to contextual information. However, the methodology they adopt serves a
fundamentally different purpose than the speech-restoration paradigm we have chosen: as noted above, we
see the fact that the speech-restoration paradigm almost entirely prevents conscious error correction as a
beneﬁt, as our object of study is speciﬁcally unconscious error correction processes. Ryskin et al. (2018), on the
other hand, aim to investigate the noise model directly, which they hypothesize is shared between conscious
and unconscious error correction processes. We thus see these two paradigms as complementary approaches,
with their merits differing depending on the particular research question and set of assumptions one chooses.
Third, Mack et al.’s (2012) paradigm provides the ability to measure the relative amenability of other soft
grammatical violations, like subject elision, within the error correction process. We have shown that when the
ratio between structured and unstructured noise decreases (from Exp. 1 to Exps. 2 and 3), people rely more on
bottom-up information, and the effect of weak grammatical preferences (the effect of person) disappears. Thus,
this paradigm can function to evaluate the relative strength of grammatical preferences.
We see this as an exciting correlate to vision research, which has shown how sparse, noisy information
suffices for humans to correctly infer underlying visual input based on top-down expectations, but also, that
statistical information within the noise is crucially important for performance (Gosselin and Schyns 2001). This
sensitivity seems to be an important factor whenever people are (re)constructing the Gestalt of a percept –
regardless of the cognitive domain involved.
Finally, these results provide additional, systematic evidence that participants are sensitive to subtle
details in fillers, influencing their behavior on critical items. Modifying either the ratio of filler to critical items
(Exp. 1 vs. Exps. 2 and 3) or the statistical properties of the filler items (Exp. 1 vs. 2) results in significantly
different patterns of results despite the critical items being identical. We therefore recommend following the
most conservative suggested ratios in experimental design in order to avoid accidentally biasing participants
(Cowart 1997) – both in favor and against one’s own prediction.
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