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Abstract: In this article, we present a fast-marching based algorithm for generating superpixel (FMS) partitions of images. The idea behind the algorithm is to draw an analogy between waves propagating in a heterogeneous medium and regions growing on an image at a rate depending on the local color and texture. The
FMS algorithm is evaluated on the Berkeley Segmentation Dataset 500. It yields results in terms of boundary
adherence that are slightly better than the ones obtained with similar approaches including the Simple Linear Iterative Clustering, the Eikonal-based region growing for efficient clustering and the Iterative Spanning
Forest framework for superpixel segmentation algorithms. An interesting feature of the proposed algorithm is
that it can take into account texture information to compute the superpixel partition. We illustrate the interest
of adding texture information on a specific set of images obtained by recombining textures patches extracted
from images representing stripes, originally constructed by Giraud et al. [20]. On this dataset, our approach
works significantly better than color based superpixel algorithms.
Keywords: Superpixel segmentation, Eikonal equation, Fast marching algorithm
MSC: 68U10

1 Introduction
Superpixel algorithms refer to a class of techniques designed to partition an image into small regions that
group perceptually similar pixels. Superpixel representations are generally more meaningful than raw pixel
representations and easier to analyze. One of the advantages of using superpixels is notably that their number is much smaller than the number of pixels in the image, which leads to a reduction in the number of
calculations required for further processing. In addition, thanks to their homogeneity, superpixels constitute
subregions of the image on which it is particularly relevant to compute features. As a consequence, superpixel algorithms are commonly employed as a pre-processing step in a number of applications, including
depth estimation [34], object classification or image segmentation [19].
Defining requirements for a "good" superpixel segmentation algorithm is an ambiguous task [30]. Several criteria are nevertheless commonly retained in the literature to evaluate the quality of a superpixel partition. First, it is generally admitted that superpixels should preserve the boundaries in the image [1, 30].
This property, referred to as boundary adherence, is for instance of paramount importance for segmentation
applications. Several metrics have been defined in the literature to quantify boundary adherence, including
boundary recall, which characterizes the proximity between the superpixels contours and the boundaries in
the image, and undersegmentation error, which quantifies the "leakage" of the superpixels crossing an actual
boundary of the image. The shape of the superpixels returned by a segmentation algorithm also constitutes
an important characteristic of the algorithm. Obviously, algorithms returning superpixels with highly tortuous contours are more likely to exhibit high adherence to boundaries [23, 30], but the resulting partition can
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hardly be considered to be satisfactory. Criteria including average compactness or superpixels contours density
are classically used to characterize the shape of the superpixels [23, 30]. Finally, for real-time applications,
in addition to these requirements, superpixels should also be fast to compute and memory efficient.
An extensive amount of literature in computer vision and image analysis is dedicated to the topic of superpixels. We refer the readers interested in a review of the field to the articles [1, 30]. Several approaches
have been considered in the literature to construct superpixel partitions. Graph based methods build upon a
graph representation of the image. In this representation, each pixel constitutes a node of the graph and all
couples of adjacent pixels are linked by an edge. Classical graph-based algorithms for generating superpixels
include the normalized cut algorithm (NC) of Shi and Malik [24, 29] or the efficient graph-based segmentation
algorithm (GS) of Felzenswalb and Huttenlocher [16]. By contrast, clustering based methods for superpixel
segmentation proceed by iteratively refining clusters of pixels until some convergence criterion is met. Clustering based methods notably include mean shift [14], watershed [5, 12, 32], turbopixel [21] or waterpixel [11, 23]
algorithms, respectively.
The Simple Linear Iterative Clustering (SLIC) algorithm proposed by Achanta et al. [1, 2] is an archetypal example of clustering based algorithm. Due to its ease of use and its good performance, SLIC is ranked
among the most used algorithms for computing a superpixel segmentation. In addition, the SLIC algorithm
has a linear complexity, its implementation is available [1] and it offers the possibility to weigh the trade-off
between boundary adherence and shape or size similarity. SLIC constructs a superpixel partition by applying
a K-means clustering algorithm on local patches of the image. During initialization, K cluster centers locations
are selected on the image using a grid with uniform spacing S. Each pixel is then associated with the closest
cluster center in the image according to a distance involving the color proximity and the physical distance
between the pixel and the seed, respectively. The search for similar pixels is restricted to a neighborhood of
size 2S by 2S around each cluster center. After the assignment step, the K cluster centers are updated. The
color and the location associated with the cluster centers are set equal to the average color and location of
the pixels of the cluster. The spatial distance between the previous and the new locations is used to compute a residual error E. The aforementioned procedure is iterated until the error E converges. The clusters of
pixels obtained after this procedure are usually not connected. A post-processing step is therefore applied to
reassign the disjoint pixels to nearby superpixels.
The connectivity issue encountered with SLIC significantly deteriorates the quality of the superpixel partition. Subsequent studies have therefore focused on seeking alternative means of achieving the clustering,
including the Eikonal-based region growing for efficient clustering algorithm (ERGC) of Buyssens et al. [8–
10] or the Iterative Spanning Forest framework for superpixel segmentation (ISF) of Vargas-Munoz et al. [31].
These approaches progressively aggregate pixels to form the superpixel partition and ensure the obtaining of
connected superpixels without the need of a post-processing step.
Another way to improve current superpixel algorithms is to make use of texture information. Most current
state-of-the-art superpixel algorithms indeed rely upon color and spatial information only. Recently, several
studies have demonstrated that using texture information could improve the performance of superpixel algorithms. In 2017, Xiaolin Xiao et al. [33] proposed to introduce both texture and gradient distance terms in
SLIC’s distance formula. In their work, the weight of each term was adapted to the discriminability of the features in the image. Their algorithm achieved better performances than state-of-the-art algorithms including
SLIC and LSC [22]. More recently, Giraud et al. [20] proposed to measure the texture distance between a pixel
and a superpixel seed by considering the average distance between a square patch around that pixel and
similar patches inside the superpixel found by the nearest neighbor method. Giraud et al. evaluated the performance of their algorithm on images constructed by recombining textures patches extracted from images
representing stripes. Their algorithm performed significantly better than color-based superpixel algorithms
on these specific images.
In this article, we discuss a novel clustering-based algorithm for generating a superpixel partition termed
fast-marching based superpixels (FMS). Following the idea originally introduced for the Eikonal-based region
growing for efficient clustering algorithm (ERGC) of Buyssens et al. [8–10], we rely upon the Eikonal equation
and the fast marching algorithm to assign the pixels of the images to the relevant clusters. The Eikonal equation, classically used to describe the propagation of waves in a medium [4], has found many applications in
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image processing [15] and stochastic geometry [6, 7, 17, 18]. The FMS algorithm was first introduced in the conference article [13]. Here, we present a comprehensive version of the FMS algorithm and discuss additional
experiments that enable us to compare FMS with other similar superpixel algorithms, including ERGC, SLIC
or ISF. In particular, we present a generic way to add texture information of various nature to compute the
superpixels, and we illustrate the interest of the texture approach on the stripes dataset. The advantage of
FMS when compared to SLIC is that no post-processing is required to obtain connected superpixels. The main
contributions of this article with respect to the ERGC algorithm are the definition of a novel pixel-to-pixel distance, the incorporation of texture information to perform the clustering, and the implementation of novel
strategies to sample initial cluster centers and to refine the segmentation.
The outline of the article is as follows. In Section 2, we present the FMS algorithm as well as its practical
implementation. In Section 3, we use the Berkeley segmentation dataset 500 (BSDS500) to illustrate the algorithm and we compare its results to the ones obtained with SLIC, ERGC and ISF. Conclusions are drawn in
the last Section.

2 Algorithm
The idea behind the FMS algorithm is to draw an analogy between waves propagating in a heterogeneous
medium and regions growing on an image at a rate depending upon the local color and texture. The propagation of the wave is described by the stationary Eikonal equation. Constructing the superpixel partition boils
down to solve the Eikonal equation on the image domain for a velocity field depending upon the local color
and texture. A similar idea was proposed by Buyssens et al. in 2014 [8–10]. However, both approaches differ
in several aspects, including the expression for the local velocity as a function of the image content, the use
of texture features or the region update during propagation.

2.1 The Eikonal equation on a bounded domain
We recall in this paragraph basic notions on the stationary Eikonal equation. Let Ω denote some bounded
domain in R2 . In what follows, we consider a wave front emerging from a set of seeds on the domain and
propagating on Ω at a velocity u := u(x) at every point x ∈ Ω. Let us denote by x → T(x) the function
associating with each point x ∈ Ω the first arrival time of the propagation front. It can be shown [27] that T is
solution of the so-called stationary Eikonal equation
‖∇T(x)‖ =

1
, ∀x ∈ Ω.
u(x)

(1)

The stationary Eikonal equation (1) must be complemented by boundary conditions specified on ∂Ω. One
usually considers a function g defined on the boundary ∂Ω so that T(x) = g(x) for all x ∈ ∂Ω. Generally, the
function g is taken to be identically 0. Hence, the stationary Eikonal equation becomes
⎧
⎨ ||∇T(x)|| = 1 , ∀x ∈ Ω
u(x)
(2)
⎩ T(x) = 0, ∀x ∈ ∂Ω.
For all x in Ω, the solution T(x) of Eq. (2) can be interpreted as the minimal time required to travel from
x to the domain boundary ∂Ω. For all x in Ω, let us denote by d the geodesic distance function defined by
d(x, ∂Ω) = inf ||x − y||,
y∈∂Ω

(3)

where ||x − y|| is the geodesic distance between x and y. Then, the gradient of the geodesic distance satisfies
the Eikonal equation
||∇d(x)|| = 1
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with initial conditions d(y) = 0, ∀y ∈ ∂Ω. In other words, the Eikonal equation allows us to compute the
shortest distance between any point x of the domain Ω and the boundary ∂Ω. Efficient numerical methods
can be found in the literature to solve the Eikonal equation on a domain. Among these methods, the fast
marching algorithm, originally introduced by Sethian et al., ranks among the most popular. It works by iteratively following the wavefront propagation and computing the first arrival time step by step [27]. In this
article, we rely upon this specific algorithm to compute the superpixel partition.

2.2 Region growing
We describe in this Section the implementation of the superpixel generation algorithm. We adopt the following notations. A pixel in image I is denoted by p and its coordinates in the image by (x, y). We denote by C(p)
the color at pixel p in the CIELAB color space. Similarly, we denote by T(p) a vector of features characterizing
the local texture at pixel p. The proposed algorithm is equivalent to solving the stationary Eikonal equation
on the image domain, for a velocity field depending upon the local content of the image. To that end, we rely
on the fast marching algorithm [27], that solves the Eikonal equation by iteratively following the wavefront
propagation.
Let us denote by K the desired number of superpixels. We initialize the algorithm by selecting K seeds on
a regular grid. To avoid placing a seed on a boundary, we place the seed at the local minimum of the gradient
in a 3 × 3 neighborhood of the nodes of the grid. A similar strategy is used for selecting the initial seeds in
the SLIC algorithm [1]. The choice of initial seeds has a significant influence on the obtained partition, and
we also explored alternative approaches to select more seeds in the regions of the images containing more
information, as discussed in Section 2.4 below.
For each seed s i , we define a velocity field u i (p), which depends on the color and on the texture of both
the seed and the location p := (x, y) in the image. The labels of the seeds are then gradually propagated from
the labeled pixels to the unlabeled pixels according to the local velocities {u i (p)}i=1,..,K . The propagation is
described by the Eikonal equation, which takes the following form on the image domain:
⎧
⎨||∇T(p)|| = 1
∀p ∈ I
u(p)
(4)
⎩
T(p) = 0 ∀p ∈ ∂I.
In this expression, u(p) is the local velocity at pixel p, ∂I corresponds to the subset of the image I constituted
by the seeds {s1 , s2 , ..., s K } and T(p) is the minimal traveling time from ∂I to p. Once seeds have been selected, the fast marching algorithm used to solve Eq. (4) is initialized as follows:
1. The traveling time map T is initialized:
T(p) =

{︃
0 if p ∈ ∂I,
+∞ otherwise.

(5)

2. A label map is initialized:
{︃
L(p) =

i if p = s i ,

0 otherwise.

(6)

3. The pixels {s1 , .., s K } on which the initial seeds are implanted are grouped in a set referred to as the
narrow band. All other pixels are labeled as far.
At each subsequent iteration, we repeat the three following steps:
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1. We extract the pixel P := (X, Y) in the narrow band with the smallest arrival time and we label it as frozen.
The features vector F L(P) of the cluster center corresponding to the label L(P) and used to calculate the
velocity field can then be updated to incorporate the features F of pixel P, through the relationship:
F L(P) ←

F L (P) + F
,
N L(P) + 1

(7)

where N L(P) is the number of pixels belonging to the cluster with label L(P). Alternatively, the cluster
centers can remain constant during the wave propagation.
2. We compute the arrival time for all neighbor pixels of P that are not labelled as frozen. To that end, we
use the velocity field corresponding to the label L := L(P) associated with pixel P. Note that frozen pixels
are used to compute the arrival times in other pixels, but their arrival times are never recomputed. Hence,
the arrival time at a neighbor p := (x, y) of P is computed by solving the Eikonal equation
||∇T(p)||u L (p) = 1,

(8)

where u L (p) is the value of the velocity field associated with the L-th seed at pixel p. To approximate the
gradient term, as demonstrated by Sethian [27], to ensure the numerical scheme stability, we have to rely
on the formula
||∇T(x, y)||2 = max(T x,y − T x,y+1 , T x,y − T x,y−1 , 0)2

+ max(T x,y − T x+1,y , T x,y − T x−1,y , 0)2

(9)

Note that in this expression, we only consider the neighbors with label L. If a neighbor of p has a label
distinct from L, we consider its associated arrival time to be equal to +∞. We introduce this slight modification in the original fast marching algorithm to efficiently keep track of the label propagation. It can be
shown that Equation (8) has two distinct, real solutions [27]. To respect the consistency of the scheme,
the arrival time must be higher than the arrival time T(P) associated with the point selected in the narrow
band. Hence, the arrival time T x,y is necessarily the largest solution of (8).
3. We update the narrow band. At this point, we can encounter two distinct situations:
– When the neighbor point (x, y) is not in the narrow band, we affect to it the arrival time T x,y ,
the label L := L(P) and we add it to the narrow band.
– When the neighbor point (x, y) is already in the narrow band, it has necessarily been associated
old
old
with an arrival time T x,y
. If T x,y < T x,y
, then we affect the arrival time T x,y to (x, y) as well as
old
the label L := L(P) of point P. On the contrary, if T x,y > T x,y
, then the label and the arrival time
at (x, y) remain unchanged.
At each iteration of the algorithm, it is necessary to extract the element of the narrow band with the
smallest arrival time. To reduce the complexity of the algorithm, the elements of the narrow band are stored
in a binary heap. We refer the reader interested in more details on the fast marching algorithm implementation
to the original articles [27, 28]. The algorithm stops when the narrow band is empty. At that point, each pixel
of the image has necessarily been labeled, yielding a superpixel partition of I. In terms of complexity, the cost
of the fast marching algorithm used to compute the superpixel partition is known to be in O(N log N) [27, 28],
N being the number of pixels in the image.

2.3 Local velocity model
The algorithm described in the previous Section can be used with any non-negative velocity model u(p).
We describe in this Section the velocity model used in this article, which relies upon both color and texture
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information. Natural images usually contain textured regions composed of repeated texels with strong color
changes. A pixel in a textured region can therefore exhibit a strong color difference with the cluster center. To
account for textureness, we consider a velocity model incorporating both local color and texture information.
Therefore, we define the distance between a pixel p and a seed s i to be
D(p, s i ) = w0 ‖C p − C i ‖2 + w1 d(T p , T i ),

(10)

where T p is a vector of features characterizing the local texture at pixel p, T i is the corresponding vector of
features for the i−th cluster center s i , d(T p , T i ) a texture distance between the pixel p and the i−th cluster
center, and w0 and w1 are positive coefficients weighting color and texture contributions, respectively.
Several approaches can be implemented to obtain the features vector T p . In this study, we construct a
texton map based on some texture classifier and we associate with each pixel in the image an histogram
of textons computed in a local window of fixed size surrounding the pixel as features vector. We can then
define a texture distance between two pixels of the image by considering the Chi-squared distance between
the textons histograms associated with both pixels. In [13], we considered an alternative approach where we
directly used the outputs of a bank of Gabor filters applied to the image.
The local velocity u i (p) associated with the propagation of region i is finally obtained by relying on the
exponential kernel
u i (p) = exp(−w0 ‖C p − C i ‖2 − w1 d(T p , T i )).
(11)
The velocity is maximal and equal to 1 when the pixel and the cluster center share the same color and texture
characteristics. The parameters w0 and w1 chosen for weighting the color and texture distances must be selected with caution. Overall, increasing w0 and w1 results in improved adherence to the image boundaries.
This is due to the fact that the propagation velocity becomes more sensitive to color and texture variations.
However, for high values of the weights e.g. w0 , w1 > 8, the local velocity can fall to very low values. This has
the unwanted effect to deteriorate the compactness of the obtained superpixels and leads to the obtention
of many small isolated superpixels corresponding to small contrasted parts of the image. Hence, the choice
of parameters results from a trade-off between boundary adherence performance and topological considerations.

2.4 Seeds sampling
The choice of initial seeds is an important feature of the proposed algorithm. In this Section, we describe
two distinct strategies for sampling initial seeds. The first strategy consists in sampling seeds on the image
according to a regular grid. To avoid placing a seed on a boundary, we place the seed at the local minimum
of the gradient in a 3 × 3 neighborhood of the nodes of the grid. This strategy is the one adopted in the
SLIC and ERGC algorithms. It is straightforward to implement, but has one major inconvenient: images are
heterogeneous by nature and can thus exhibit regions with significant variations or, on the contrary, small
variations in intensity.
It can be of interest to sample more seeds in the regions with high intensity variations than in the regions with relatively small variations. To that end, we consider an alternative strategy, originally proposed
by Vargas-Muñoz [31], to perform the seed sampling. This strategy, described in detail in [31], relies on a twolevel quad-tree representation of the image. Initially, the image is split into four regions. At the first level of
the quad-tree, the heterogeneity of each quadrant is characterized by the Normalized Shannon Entropy (NSE)
∑︀n
NSE =

p i log2 p i
,
log2 n

i=1

(12)

where n denotes the number of intensity levels in the quadrant for the luminance and p i the probability
of occurrence of intensity i. For each quadrant, if the NSE exceeds the mean of the NSEs as computed on all
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quadrants by one standard deviation, the quadrant is further split into four quadrants and the NSE computed
for these quadrants. As proposed in [31], the number of seeds for each region associated with the quad-tree
is set proportionally to the relative NSE of the region. In each region, the seeds are subsequently sampled
according to a uniform grid.

2.5 Refinement
Images usually contain regions of interest over a very large range of scales. Hence, selecting the seeds according to a grid with uniform spacing or with the NSE criterion described in Section 2.4 might not be the optimal
strategy to obtain a superpixel segmentation with good boundary adherence. In this Section, we present a
strategy using the map of arrival time to refine the superpixel segmentation.
The algorithm presented in the previous Sections yields a partition of the image into K connected segments corresponding to the initial seeds {s1 , s2 , ..., s K }, as well as a map T(p) storing the arrival time at
each pixel p. The map U(p) contains a significant amount of information that can be used to refine the superpixel partition by adding additional seeds. When the arrival time is high at some pixel p in a region Ri
associated with seed s i , it means that the region boundary propagating from s i has traveled through pixels
that are highly dissimilar to s i . The arrival times found in each region Ri therefore constitute an interesting
criterion to assess whether or not this region should be subsequently split. A similar refinement strategy is
used in [9], where the distance map is used at the end of the over segmentation to generate new superpixels
for refinement.
The refinement is conducted as follows. Let us denote by B the set of pixels belonging to the superpixel
boundaries and by δ(B) the dilated set of B by a disk of radius 2 pixels. Then, the maximal arrival time in
region Ri is defined to be
ti =
max T(p),
(13)
p∈Ri ∩δ(B)c

where δ(B)c is the complementary set of δ(B). To further refine the superpixel segmentation, we select the
k regions with highest t i and we add seeds at the corresponding locations before re-propagating, k being
a parameter fixed by the user. We exclude the pixels that belong to the region δ(B) to avoid implanting a
seed directly on a boundary. This procedure is repeated iteratively until the desired number of superpixels
is obtained and enables to significantly improve the boundary adherence of the resulting superpixel partition. It must however be noted that the refinement strategy usually reduces the compactness of the obtained
superpixel segmentation by increasing the density of superpixels in selected regions of the image.

2.6 Comparison with other algorithms
It is interesting to point out the main differences between the FMS and the ERGC algorithms [8–10]. ERGC is
a clustering-based algorithm that computes superpixel partitions by relying upon the Eikonal equation. The
most significant difference between both algorithms is that their local velocity models differ. For ERGC, the
local velocity field is simply given by:
1
u i (p) =
.
(14)
||C p − C i ‖2
In particular, the velocity is very high when the pixel and the seed have similar color characteristics. Another
important difference is that ERGC only considers local color information to compute the local velocity, while
FMS is also able to incorporate texture information. FMS is also very close to ISF. ISF constructs superpixels
by iteratively merging pixels with the aim of maximizing intra-clusters color and spatial distance proximity.
The maximization is conducted through a greedy procedure. Even if ISF cannot be directly interpreted in
terms of waves propagating according to the stationary Eikonal equation, the greedy procedure for merging
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superpixels is similar to the fast marching algorithm used to compute the superpixel partition in FMS and
ERGC.
Overall, the main differences between the proposed approach and both ISF and ERGC are the incorporation of texture information and the choice of the velocity model to compute the clustering, as well as the
refinement procedure and the choice of initial seeds, that are not implemented for ISF and ERGC, respectively.

3 Experiments and discussion
We evaluate in this Section the performance of the FMS algorithm and compare it with several state of the art
superpixel algorithms including SLIC [1], ERGC [8–10] and ISF [31]. These algorithms share the characteristics
of generating superpixels through clustering procedures, either by relying on a K-means algorithm, like SLIC,
or on iterative agglomeration procedures, like ERGC, ISF and FMS. To perform the evaluation, we use the
Berkeley Segmentation Dataset 500 (BSDS500) [3]. This dataset contains 500 images and provides several
ground truth manual segmentations for each image. In addition, to demonstrate the benefit of using texture
information, we evaluate the performance of FMS on a database of images recombining textures patches
extracted from images representing stripes. This database was constructed by Giraud et al. with the intent to
evaluate a superpixel algorithm adapted to highly textured images [20].

3.1 Metrics
To evaluate the performance of the algorithms, we adopt the following metrics: boundary recall, undersegmentation error, compactness and contour density.
– Boundary recall (BR) is the ratio between the number of positive contour pixels detected by the superpixel algorithm and the number of contour pixels in the ground truth segmentation. To tolerate
small localization errors, contour pixels that lie within 2 pixels from a real contour are considered
as true positives. In practice, to compute the boundary recall, the contours associated with the
superpixel partition are dilated by a spherical structuring element of size 2. High boundary recall
means good adherence to boundaries. Hence, boundary recall is a metric of paramount importance
to evaluate the quality of a superpixel segmentation.
– Undersegmentation error (UE) measures the leakage of a superpixel overlapping with a ground truth
segment. We adopt the formulation proposed by Neubert and Protzel in [25].
{︀
}︀
1 ∑︁ ∑︁
UENP (G, S) =
min | S j ∩ G i |, | S j − S j ∩ G i | ,
(15)
N
G i S j ∩G i ≠∅

where S j is a superpixel and G i is a gound truth segment. We take the minimum of the number of overlapping pixels and of the number of non overlapping pixels within S j as the leakage. As
reviewed in [30], alternative expressions for undersegmentation error can be found in the literature.
– Compactness (COMP) is defined as the ratio of the region area with respect to a circle with the same
perimeter as the superpixel, weighted by the ratio of pixel numbers inside the region [26]:
COMP(S i ) =

∑︁ | S | 4πA(S )
i
i
.
N P(S i )2

(16)

Si

High compactness indicates a high regularity of the superpixel shapes, which is desirable for most
applications. In superpixel algorithms including SLIC [1], ERGC [8–10] or FMS, hyperparameters
allow to control the compactness of the obtained superpixels, often to the detriment of boundary
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recall.
– Contour density (CD) was first proposed in [23]. It is defined as
CD =

|C|
,
N

(17)

where | C | is the total number of pixels on superpixel contours and N is the number of pixels in
the image. A low contour density tends to indicate that the tortuosity of the superpixels contours
remains small. This is a desirable effect, since tortuous contours tend to artificially increase boundary recall.
In addition to these metrics, we also consider the boundary precision (BP) of the superpixel partition.
Boundary precision is the ratio between the number of positive contour pixels detected by the superpixel
algorithm and the number of contour pixels in the superpixel partition. As for boundary recall, to tolerate
small localization errors, contour pixels that lie within 2 pixels from a real contour pixel are considered as
true positives. Finally, boundary recall and boundary precision can be characterized simultaneously through
the boundary F-measure, defined by
BR × BP
.
(18)
F=2
BR + BP

(a) FMS (w0 = 3, w1 = 0)

(b) FMS (w0 = 1, w1 = 0)

(c) FMS (w0 = 3, w1 = 3)

(d) SLIC (m=10)

(e) ERGC

(f) ISF (α=0.5, β=12)

Figure 1: Illustration of the superpixel segmentation on an image of the BSDS500, for K = 200 superpixels.
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3.2 Experiments on the BSD500 dataset

(a) Boundary recall

(b) Undersegmentation error

(c) Compactness

(d) Density

Figure 2: Comparison between SLIC, ERGC, IFS and FMS algorithms on BSDS500.

Figure 2 displays the recall, undersegmentation error, compactness and density of FMS, SLIC, ISF and
ERGC averaged over the 500 images of the BSDS500. These metrics are represented for a number of superpixels ranging from 100 to 600. We display in Fig. 1 superpixel partitions obtained with these algorithms on an
image of the BSDS500.
SLIC and ERGC algorithms both rely on a compactness parameter m. To reproduce the original results
presented in [1] and [10], we selected m = 10 for SLIC and m = 0 for ERGC. The choice m = 10 for SLIC
is known to yield a good balance between compactness and adherence to boundaries. For ERGC, m = 0 is
reported to maximize boundary recall [10]. Similarly, for ISF, we used the set of parameters reported in [31]
for which boundary recall is optimal.
We present several versions of the FMS algorithm: two versions using only color information, and a third
one incorporating texture information through an additional texton channel computed with a bank of Gabor
filters. To compute the texton channel, we used a bank of Gabor filters using four directions (0∘ , 45∘ , 90∘ and
135∘ ). The kernel of the Gabor filters is given by
[︂
]︂}︂
{︂
1 x′2 y′2
g(x, y; f0 , θ, 𝜑, σ) = exp −
+ 2
cos(2πf0 x′ )
(19)
2 σ2
σ
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where x′ = x cos θ + y sin θ, y′ = −x sin θ + y cos θ, f0 is the frequency of the sinusoidal wave along the x′
axis, θ is the angle between the x′ and x axes, and σ is the standard deviation of the gaussian filter in the
space domain along the x′ and y′ axes. Two values for the frequency f0 and the standard deviation σ were
considered, namely f0 = 0.05, 0.1 and σ = 4, 8. Overall, this resulted in a bank of filters containing 16
kernels. To obtain a texton channel, we applied a K-means algorithm to the filtering outputs, with K = 8
clusters.
In our experiments, we selected the parameter w0 = 3 for the color term in the velocity expression (11)
by relying on a grid search to maximize boundary adherence while keeping a reasonable compactness for
the superpixel partition. To illustrate the trade-off between compactness and boundary recall controlled by
the parameter w0 , we also displayed the metrics as obtained with the set of parameters w0 = 1 and w1 = 0.
Finally, we computed the superpixel partition using the parameters w0 = 3 and w1 = 3 to evaluate the
influence of texture.
Another important characteristic of the algorithm is the seed update and the initial seeds selection. In
our study, we considered two possibilities: updating the seeds according to Equation (7), or keeping the seeds
constant. We noticed that updating the seeds led to a slightly higher boundary recall. Similarly, we found
that refining the initial grid depending on the NSE yielded higher boundary recall. In Figure 3, we illustrate
the influence of the initial seed selection. We can note that we can slightly improve the boundary recall of
the superpixel partition by sampling more seeds in the regions of the image with rapid intensity variation
and less seeds in the homogeneous regions of the image.
In all experiments, we specified a number of K = 100, 200, . . . , 600 superpixels. Except for K = 100,
the desired number of superpixels was obtained by first sampling K − 100 seeds, and refining the obtained
partition in two subsequent steps according to the procedure described in Section 2.5 to finally obtain a
partition with K superpixels. When K = 100, the superpixel partition was obtained by directly sampling
K = 100 seeds without further refinement.

(a) Irregular grid sampling

(b) Regular grid sampling

Figure 3: Influence of the initial cluster center selection. The superpixel partition contains K = 200 superpixels. For the irregular (resP; regular) grid sampling, the boundary recall is 0.85 (resp. 0.84).

In terms of recall, we can note that the FMS algorithm yields better results than SLIC and ERGC algorithms,
and performs slightly better than ISF when w0 = 3. However, the boundary recall should be considered along
with compactness, and we can note that the compactness of the FMS algorithm is significantly lower than
the one of ISF when w0 = 3. Interestingly, when specifying w0 = 1 and therefore favoring the construction
of compact superpixels, we are able to obtain a similar boundary recall than the one reached by ISF, but
with higher compactness. The gain in terms of superpixel compactness is also clearly visible in Fig. 1. The
compact FMS algorithm also exhibits a smaller density when compared to all other algorithms except SLIC.
The performances of SLIC appear to be significantly below the ones of the other algorithms. However, it must
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be kept in mind that the choice m = 10 leads to highly compact superpixels to the detriment of boundary
recall and undersegmentation metrics. Nevertheless, even with smaller values of m, SLIC’s performances
remain below the ones of the algorithms considered for comparison here. Regarding the compactness, we can
note that the compactness decreases between K = 100 and K = 200 for the FMS algorithm. This is caused
by the fact that no refinement steps are applied when computing the partition with K = 100 superpixels.
Due to the refinement procedure, the size of the superpixels constructed with the FMS algorithm is locally
adapted depending on the content of the image. Therefore, the refinement is performed at the expense of the
superpixels uniformity: the refinement yields superpixels that are heterogeneous in scale and size. In terms
of undersegmentation, all considered superpixel algorithms are relatively similar.
Finally, we can observe that adding a texture term to compute the superpixel partition did not allow to
significantly improve boundary recall. Nevertheless, adding texture information enabled us to improve the
compactness of the partition without deteriorating the boundary recall and undersegmentation metrics.

(a) Boundary recall

(b) Boundary precision

(c) Boundary F-measure

(d) Undersegmentation

(e) Compactness

(f) Density

Figure 4: Comparison between SLIC, IFS and FMS algorithms on the Stripes dataset.
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(a) Original image

(b) FMS partition
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(c) ISF partition

Figure 5: Superpixel partitions obtained with FMS and ISF on an image of the Stripes dataset.

3.3 Experiments on the stripes dataset
To illustrate the interest of adding texture information to compute the superpixel partition, we apply the
FMS on a dataset of 10 images recombining textures patches extracted from images representing stripes.
This database was constructed by Giraud et al. to evaluate a superpixel algorithm adapted to highly textured
images [20]. An image of the dataset is represented in Fig. 5. The images contain black stripes with distinct
orientations on a white background. A region is defined as a connected subset of the image where the stripes
have a given orientation. Color information is therefore difficult to exploit in order to obtain a superpixel
partition coherent with the actual image regions. As evidenced in Fig. 5, superpixel algorithms based upon
color information tend to generate superpixels that follow the stripes over large distances. By doing so, these
algorithms are able to artificially generate superpixel partitions with relatively good recall, but that completely lack compactness and yield a low boundary precision.
By contrast, the FMS is able to incorporate texture information to compute the superpixel partition.
Here, we relied on a texton map computed with the bank of Gabor filters described in the previous Section. The advantage of using Gabor filters in this particular case is that these filters are able to capture
information regarding the local stripes orientation. The parameters of the FMS algorithm were set equal
to w0 = 0 and w1 = 3. We selected initial seeds according to a uniform grid, and no refinement step was
subsequently applied. Fig. 4 displays the metrics obtained with the SLIC, the ISF and the FMS algorithms,
for K = 100, 200, 300 and 400 superpixels, respectively.
In terms of boundary precall, we can observe that ISF seems to largely outperform the other algorithms.
This is however largely an artefact, due to the fact that this algorithm follows the stripe to generate the superpixel partition, as can be observed in Fig. 5. As a consequence, the corresponding density metric is significantly high and ISF yields high undersegmentation error. Overall, we can consider that ISF is not adapted
to properly handle highly textured images. The results presented with the SLIC algorithm were obtained by
setting the compactness parameter m equal to 10, therefore enforcing the obtaining of relatively compact
superpixels. Nevertheless, in terms of all considered metrics, SLIC’s performances remain below the ones obtained with FMS. It is finally interesting to compare the metrics obtained with FMS to the ones reported by
Giraud et al. in their article [20] with their superpixel algorithm for the Stripes dataset. For K = 200 superpixels, Giraud et al. report a F-measure of 0.423. Using FMS, we report a similar value, 0.419, for the same
number of superpixels. For K = 100 superpixels, we report a F-measure of 0.449. It is also worth noticing
that Giraud et al. provide a quantitative evaluation of their algorithm on BSDS500 in terms of achievable
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segmentation accuracy (ASA). This metric is defined by
ASA(G, S) =

1 ∑︁
max{|S j ∩ G i }.
N
Gi

(20)

Sj

where S j is a superpixel and G i is a gound truth segment. Interestingly, by using texture information, their
algorithm improves over state-of-the-art algorithms by reaching an ASA of 0.95 for an average number of
250 computed superpixels on BSDS500. In our approach, we observe a similar trend: the ASA measured on
BSDS500 for 250 superpixels is 0.951, which is sligthly above the ASA of 0.947 obtained without exploiting
texture information.

4 Conclusion
In this article, we presented a fast-marching based algorithm for generating superpixel partitions of images.
This algorithm is based upon an idea originally exploited in the Eikonal-based region growing for efficient
clustering algorithm (ERGC) of Buyssens et al. [8–10], and relies upon the Eikonal equation and the fast
marching algorithm to construct a superpixel partition. The main contribution of our study with respect to
ERGC consisted in introducing a novel expression for the velocity term used to perform the clustering, which
allowed us to incorporate texture information to compute the superpixel partition. In addition, we proposed
different strategies to select initial cluster centers and to refine the segmentation.
We evaluated the FMS algorithm on the Berkeley Segmentation Database 500. FMS was able to construct
superpixel partitions with slightly higher recall and similar undersegmentation error than similar superpixel algorithms including ERGC, ISF and SLIC. In addition, we showed that adding texture information
enabled us to improve the compactness of the partition without deteriorating boundary recall. To specifically
demonstrate the benefit of using texture information, we evaluated the performance of FMS on a database of
images recombining textures patches extracted from images representing stripes, constructed by Giraud et
al. with the intent to evaluate a superpixel algorithm adapted to highly textured images [20]. On this dataset
of images, our approach performed significantly better than color based superpixel algorithms, and had
performances comparable to the ones reported in [20].
A possible extension of this work could be to incorporate gradient information in the local velocity model
to better account for the presence of contours and discontinuity in the image. It would also be of interest to
try to automatically estimate optimal parameters w0 and w1 depending on the processed image, a strategy
successfully used in several superpixel algorithms [2, 20]. Finally, it might also be of interest to develop a
multiscale version of the presented algorithm, where superpixels would be computed and refined at different
scales using a pyramid representation of the image. This multiscale approach could be used to construct a
hierarchy of superpixel partitions and a corresponding saliency map, which could subsequently serve as a
criterion to perform superpixel merging.
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