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Supercell Structure and Design Analysis
To illustrate the unique optical responses enabled by supercell structures, Figure S1
presents several examples of the absorption spectra obtained from single-resonator metasurface
designs (left column). A diverse set of spectra can be achieved by assembling supercell designs
from these individual resonators and varying their spatial configurations (center column). For
example, Figure S1A shows a two-resonator system with cross lengths of 1.8 and 2.6 µm which
individually possess absorption peaks at 6.2 and 8 µm, respectively. One possible supercell
configuration produces a direct superposition of the individual responses (Supercell Design 1).
However, another configuration can yield different amplitudes and new responses entirely
(Supercell Design 2). Specifically, at the wavelength marked with the dashed red line, it can be
observed that Supercell Design 2 has a higher absorption than Supercell Design 1. An analysis of
the EM field profiles (right column) at this wavelength reveals that Supercell Design 2 possesses
regions of high intensity that are generated by interactions between neighboring resonators. In
another example (Figure S1B), three cross-shaped resonators with cross lengths of 1.4, 2.2, and 3
µm are shown with absorption peaks at 5.2, 7.2, and 9 µm, respectively. One possible supercell
configuration with these resonators can produce a response that includes a lower peak amplitude
at 5.2 µm and a broadened peak at 9 µm (Supercell Design 2), in comparison to the direct
superposition (Supercell Design 1), as marked with the dashed red line. In Figure S1C, three crossshaped resonators with cross lengths of 1.8, 2.6, and 3 µm are utilized to make two different
supercell designs: one that is an approximate sum of the individual responses (Supercell Design
1), and another that includes a peak shift at the dashed red line which no longer corresponds to the
original peak (Supercell Design 2). Lastly, we note in Figure S1D that supercell designs with
identical numbers of resonators which do not couple (or weakly couple) with neighboring
elements, which can be viewed as incoherent interactions, can also produce different responses
(i.e., changes in amplitude) due to the effect neighboring elements have on the absorption and
scattering cross section of each resonator. Thus, even in the absence of strong coupling, the
positions of the individual elements in a supercell may in turn yield unique behaviors by changing
the effective cross section of the overall structure. These examples show that specific arrangements
of subunit resonators can yield absorption peaks with different amplitudes and wavelengths, or
new peaks entirely, in comparison to the response of the individual elements.
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Figure S1. Comparison between single-resonator and supercell metasurface designs. The
absorption spectra of multiple single-resonator designs (left column) used to create various
supercell configurations (center column) that yield distinct optical responses. EM field profiles of
the supercell structures (right column), at the wavelengths marked with dashed red lines, reveal
interactions between neighboring resonators that result in new absorption responses. (A) Tworesonator and (B) triple-resonator supercells illustrating strong coupling between individual
resonators resulting in new peak generation. Additional supercell configurations demonstrating
(C) peak shifts and (D) amplitude changes even in the absence of strong coupling due to effects
on the absorption cross section.
Forward-Modeling Network Optimization
To train the tandem network for inverse design, we first optimized the architecture of the
forward-modeling network through extensive hyperparameter tuning. Furthermore, we trained a
fully connected or dense network, “plain” 1-D convolutional neural network (CNN), and 1-D
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residual network (ResNet) to evaluate the highest-performing architecture type. Figure S2 shows
the tuning of the dense network, where we compare the validation loss of the starting controlled
architecture to the losses of networks trained after changing a single dependent variable.
Implemented through the TensorFlow framework, the controlled architecture consists of 2 hidden
layers, each with 100 neurons, sigmoid activation functions, a batch size of 10 data instances, and
the Adam optimizer. The learning rate is 0.001 with an exponential decay of 10−5. The tested
dependent variables include: number of hidden layers, number of neurons within each layer,
activation function, batch size, and optimizer. Figure S2A shows a comparison of different batch
sizes (10, 100, and 1000), where we observe noticeable increases in loss as the batch size was
increased. In Figure S2B, we tested three commonly used optimization algorithms: Adam,
stochastic gradient descent (SGD), and RMSprop. SGD yielded higher losses than the other
algorithms while Adam and RMSprop resulted in similar losses. However, RMSprop plateaued
much sooner than Adam, indicating that the network was able to improve further with Adam. In
Figure S2C, we compared the following activation functions: Sigmoid, TanH (hyperbolic tangent),
ReLU (rectified linear unit), Leaky ReLU, and Parametric ReLU. Here, we observe that the Leaky
ReLU function resulted in the lowest loss. We then tested various numbers of neurons and layers
using the Leaky ReLU activation (Figure S2D and S2E), and found that increasing from 100 to
300 neurons garnered small improvements and faster network convergence, while increasing the
number of layers also yielded loss reduction. Figure S2F shows the full integration of the
individually-optimized hyperparameters and the use of more elaborate combinations of neurons
and layers, which resulted in considerable overall performance improvements. From these tests,
we found that the 50-100-200-400 neuron architecture (without batch normalization) has the best
performance. Adding more neurons to the optimized architecture did not substantially improve
performance and unnecessarily increased training time.
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Figure S2. Forward dense network hyperparameter tuning. Validation loss of a controlled
architecture in comparison to various dependent variables, including: (A) batch size, (B) optimizer,
(C) activation function, (D) number of neurons per layer, and (E) number of hidden layers. (F)
Final optimized architecture comparison.
Next, we evaluate the performance of the plain 1-D CNN for supercell design. Similar to
the dense networks tested in the previous section, we trained multiple CNNs with architecture
depths ranging from two to four 1-D convolutional layers (Figure S3A). Each convolutional layer
is composed of 64 filters with a kernel size of 3, followed by Leaky ReLU and batch normalization
layers and a dense output layer. From these tests, we observe that the plain CNNs yield lower
losses than the dense networks. We then converted the plain CNN into the ResNet architecture,
which was previously reported to outperform plain CNNs of the same depth. In particular, ResNets
address the vanishing-gradient problem using identity shortcuts or skipped connections to form
“residual blocks”. The residual blocks take advantage of additional identity functions to allow the
smooth forward and backward propagation of gradients. As seen in Figure S3B, we trained
multiple ResNets with various numbers of residual blocks. Each residual block within the ResNet
contains two convolutional layers with other hyperparameters identical to those of the plain CNN.
We observe that a two-block model (with four total layers) is capable of outperforming the plain
CNN with the same amount of layers. When tuning the other hyperparameters, we found that the
ReLU activation (Figure S3C) with a batch size of 10 (Figure S3D) and 32 filters (Figure 3E)
yielded the best performance. Figure S3F presents a final comparison between the optimized
dense, plain CNN, and ResNet architectures, where it can be observed that the ResNet possesses
the lowest validation loss of approximately 8.0 × 10-4.

Figure S3. Forward CNN and ResNet hyperparameter tuning. Optimization of the number of (A)
convolutional layers in a plain CNN and (B) residual blocks in a ResNet. Further tuning results of
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the (C) ResNet activation function, (D) batch size, (E) and number of filters per layer. Final
comparison between the optimized dense, plain CNN, and ResNet architectures.
Nonuniqueness Analysis
The primary advantage of the tandem network architecture is its ability to address the
nonuniqueness scattering problem (as described in the main text), where drastically different
design parameters can meet a similar target response (i.e., a one-to-many problem). To illustrate
this problem in the context of our training dataset, Figure S4 shows examples where two
substantially different supercell design configurations map to nearly-identical dual-band (Figure
S4A) and triple-band (Figure S4B) responses. In Figure S5A, the nonunique dual-band and tripleband spectra were passed into an inverse modeling network, and a poor match between the input
spectra and the simulated spectra of the optimized design is observed. However, when the same
spectra were passed into the tandem network (Figure S5B), the match between the input spectra
and the simulated parameters is substantially improved. Thus, we validate that the tandem network
is better than the inverse modeling network at resolving the nonuniqueness issue for the explored
class of metasurfaces.

Figure S4. Examples of nonuniqueness in the training dataset. Two very different supercell design
layouts have nearly-identical (A) dual-band and (B) triple-band absorption responses. Inset images
show the design parameters corresponding to the shown absorption spectra.
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Figure S5. Comparisons between target absorption spectra (from the previous Figure) and the
simulated spectra for the optimized designs from the (A) inverse-modeling network and the (B)
tandem network. The tandem network has greater accuracy in predicting design parameters than
the inverse network due to stronger convergence. Inset images show design parameters for the
corresponding spectra.
Training Dataset Size Analysis
The number of supercell design parameters in D (25 total resonators) and the range of
values therein (9 different cross lengths) mean there are a total of 3.81 × 1012 possible supercell
designs in the investigated design space. To expedite our deep learning efforts, we sought to
minimize the total simulation time and therefore the amount of training data. However, we also
had to ensure that the dataset size was large enough to maximize the network’s ability to learn
supercell designs. In that regard, as shown in Figure S6A, we trained the optimized tandem
network architecture with various quantities of training data and evaluated the corresponding
validation losses. We recorded the network’s final validation loss using two different validation
datasets. The first validation dataset was a fixed group of 300 data instances. This dataset was
intended to monitor the network’s growth as it trained toward a predetermined set of goals. The
second validation dataset came from randomly splitting 10% of the data instances within the
available training set. The validation loss derived from the second dataset informs how well the
network is able to generalize from the amount of data it learned from.
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Increasing increments of randomly-sampled supercell cross lengths, where D contained
values ranging from 1.4-3 µm, were initially generated and used for training. However, after
training over 1,500 designs, intermediate tests revealed that the network struggled to predict
spectrally selective designs with high absorption (as seen in Figure S6B). Instead, the network was
biased towards producing quasi-broadband responses as a result of the dispersed distribution of
cross lengths in both the training dataset and the network’s predictions. To address this
shortcoming, we tailored the distribution of cross length values to enforce spectral selectivity.
Additional training data were generated by restricting the cross length ranges through a pseudorandom sampling technique, in which D only contains values from discrete ranges (1.4-1.8 µm,
2.0-2.4 µm, etc.) rather than the entire permissible range. Nonsequential values and ranges were
also included in this pseudo-random sampling process (where D only contains cross lengths of 1.41.6 µm and 2.8-3.0 µm, or 1.8-2.0 µm and 2.6-2.8 µm, and so forth). After including the pseudorandomly generated designs, it can be observed (in Figure S6C) that the predictions of spectrally
selective designs improved considerably.
We observe that both validation losses converge to 2.5 × 10-3 at 3,600 data instances,
demonstrating that the final model resulted in the optimal performance while minimizing the
amount of data required for deep learning by sampling less than 1 × 10-7 % of the total design
space. On a distributed high-performance computing cluster with four dedicated compute nodes
per simulation, where a node has a minimum of four 64-bit Intel Xeon or AMD Opteron CPU
cores and 8 GB memory, each FDTD simulation took approximately 30 minutes to complete.
Therefore, our training dataset equates to approximately 75 days of simulation time.

Figure S6. Training set size analysis. (A) Validation loss vs. training set size with fixed and
randomly split validation datasets. The training set consists of both randomly sampled and pseudorandomly sampled designs. Test results of a network trained on (B) only randomly sampled designs
and (C) both randomly sampled and pseudo-randomly sampled designs.
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